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Introduction
        AIX system is a top-rated member for enterprise class servers in UNIX operating systems family with the initial of Advanced Interactive eXecutive (AIX). Its newest generation AIX5L is even announced as the future of UNIX by its producer – IBM. With its powerful strengthen on serving multiple-platforms, AIX system must have a specific Network File System (NFS). In this article, we will make a simple introduction on AIX system and discuss AIX 5L’s new features and corresponding benefits. And then, we will focus on AIX system’s Network File System (NFS) by analyse its services, support, implementation and control. 

AIX System and its newest generation – AIX 5L

        AIX system is an integrated operating environment that supports both 32- and 64 bit RS/6000 System (which is the scalable, compatible family of UNIX servers and workstations) in their full range of scalability while providing improved software features for both environments. It is a top-rated UNIX operating system. IBM intends to strengthen AIX technology leadership, leverage ISV enthusiasm for AIX, establish AIX as the most open UNIX through support of both IBM Power and Intel IA-64 architectures and embrace the open development movement through a strong affinity with Linux. Also, IBM is taking UNIX to the next level as AIX becomes the most open, most flexible multi-platform UNIX operating system. 

        As AIX is gaining momentum and mindshare, Linux is quickly gaining popularity with high volume hardware platforms. Linux will play a key role in strengthening IBM's UNIX portfolio as it intersects with AIX. IBM is working with the open source communities to expand Linux capability and enable it to run on all IBM server platforms. 

        AIX is widely recognized in the industry, and has built up considerable momentum in the marketplace. It is the most open UNIX operating system for the enterprise. The next generation --AIX 5L-- takes AIX to the next level with advanced technology, strong Linux affinity, and added support for both Power and IA-64 processor based platforms. Choosing the AIX 5L name, signifies the openness and strong affinity that AIX will have with Linux as we move forward. 

        As an open UNIX solution, AIX 5L will allow users to run the applications they want, on the hardware they want, scaled to the size they need, providing an unprecedented level of flexibility, choice and openness for managing customers' business needs. 
        AIX 5L software delivers:

       A robust, scalable UNIX platform for critical applications;

        Strong Linux affinity for flexible solutions that fit your business;

        The connections you need for e-business and network computing;

        Security you can count on;

        Systems and network management that puts you in control;

        Industry platform offers freedom of choice;

        Service and support to help keep your business running.

Features and Benefits

Binary Compatibility 

PRIVATE
Feature
Benefit

Application binary compatibility with previous releases of AIX Version 4; 64-bit applications require special attention 
Helps assure continuing application availability across AIX Version 4 moving to Version 5 

System Scalability 

PRIVATE
Feature
Benefit

JFS² with theoretical 4 Petabyte capacity
(1TB tested)²
Extends maximum file size (Technology Preview in V5.0).

Data Management API (DMAPI) in JFS (32-bit Power kernel only)
Enables support of 3rd party Hierarchic Storage Management (HSM)

Very large program support with dynamic data heap segment creation
Allows programs to reserve all available segments for the data heap and still have access to them.

Selectable Logical Track Group (LTG)transfer size within LVM
Enables tuning of disk I/O and optimization of RAID storage.

Concurrent execution of 32- and 64-bit applications on 64-bit processors
Helps preserve application investments and enables the transition to 64-bit applications.

Performance-enhanced TCP/IP stack, directory services and I/O subsystem
Provide strong performance with high throughput and additional capability to keep traffic moving over alternate paths.

HTTP Get Engine
Helps increase Web-serving performance by serving Web pages from the AIX Network File Cache.

Improved cache affinity and reduced lock contention
Reduces processing overhead.

Zero-Copy File System-to-Network I/O system call for developers
Helps reduce CPU cycles and increase server capacity

128 disks per volume group and 512 logical volumes per volume group
Supports very large storage requirements

32,768 threads/process and 32,768 open files per process
Provides robust UNIX scalability

LP64 (32-bit integers, 64-bit long and pointer types)
Offers industry-standard implementation


e-business and Network Performance 

PRIVATE
Feature
Benefit

System VIPA (Virtual IP Address) assignment
Uses single-system IP address rather than many; and if a network interface goes down, the address used by the application is unaffected

IP Multipath Routing
Enables multiple routes to a destination for bandwidth aggregation or high-availability configurations

Multiple default gateways
Keep traffic moving by detecting dead gateways

Extended memory allocator (malloc)
Performance enhancement for applications issuing large numbers of small allocation requests

Ability to tune TCP connections on a "per interface" basis
Improves TCP/IP performance

Automatic selection of TCP MTU to avoid packet fragmentation
Improves TCP/IP performance

TCP Selective Acknowledgments (SACK) for efficient recovery of lost packets
Improves TCP/IP performance

Internet Advanced Network Services features Quality of Service based on IETF,IntServ and DiffServ standards
Allows the management of a system's network bandwidth under policy-based control

Implementation of CISCO's EtherChannel(TM ) for AIX
Builds upon standard and 802.3 Fast Ethernet, allowing increased bandwidth with network load balancing and intrinsic interface failover

AIX SOCKS 5 API
Allows generic TCP/IP applications to connect to hosts through a generic TCP/IP proxy

Gratuitous ARP (Address Resolution Protocol)
Facilitates fast propagation of hardware address change

Perl 5, a popular scripting language (English only)
Is included for convenience in system management and for Web development

AutoFS
Provides network file system mounts automatically, saving administration

CacheFS
Offers faster access when using network file system mounts

Internet protocol

PRIVATE
Feature
Benefit

IPv6³
Increases IP addressability, security and integrity through redundant routing, dynamic rerouting, on-demand tunneling and gateway support

IPv6 gateway capabilities
Perform routing and packet forwarding for both IPv4 and IPv6

IPv4 support including DHCP performance and functional updates
Provide concurrency, scalability, CIDR networks and Virtual Subnets

IPv4 secure TCP/IP commands (rsh, rcp, rlogin, telnet, ftp)
Enhance password protection under IPv4

Internet Key Exchange (IKE) for IPv4 and IPv6
Enhances the IP Security function in AIX for Virtual Private Networking

Merit GateD V6.0, supported in both IPv4 and IPv6
Manages the routing table to enhance firewall integration into existing routing infrastructures

Security

PRIVATE
Feature
Benefit

Native Kerberos V5 Network Authentication Service (NAS)
Provides authentication interoperability with other Kerberos 5 systems

User/password management, authorization controls, extensible security auditing, resource limits, network security, integrity checking and IP security filtering rules
Offer extensive base security capability

On-demand tunneling
Helps reduce function overhead for negotiating, computing and refreshing session keys

Sendmail 8.9.3 anti-spamming capability
Improves the assurance of availability

System Manager tool
Simplifies the management of filtering

Traceability of IP Security and IKE messages
Help security management

Cryptography support (varying by geography and component) includes Triple DES, 128-bit, 56-bit and 40-bit options
Meets the requirements of worldwide support

Dynamic secure tunnel authentication (IKE using X.509)
Enhances the IP Security function in AIX for Virtual Private Networking

AIX 4.3.0 certified at the E3/F-C2 security level according to European Information Technology Security Evaluation Criteria (ITSEC); an operational subset of AIX 4.3.1 is certified at C2 security level according to U.S. Trusted Computer Security Evaluation Criteria (TCSEC); AIX 4.3.1 received International Computer Security Association (ICSA) Virtual Private Network (VPN) certification; AIX 4.3.1 with B1/EST-X V2.0.1 from Groupe Bull evaluated at EAL4/F-B1 security level (Common Criteria V2.0)
Meets highest levels of U.S. and European security standards

Systems and workload management
PRIVATE
Feature
Benefit

Logical Partitioning (LPAR) enablement for POWER4 system planned 4Q2001
Provides multiple AIX instances on single POWER4 SMP system, full isolation protection

/proc filesystem makes total process visible in a directory tree
Improves ease of use in reviewing system workload

Proactive systems management
Allows trigger of automated responses (Example: file system is 90 percent, automatically increase its size)

UNIX System V SVR4 Printing Subsystem (optional on POWER)
Is an additional popular spooling subsystem familiar to users of Intel-based syst

Fully dynamic AIX Workload Manager (WLM) capability governing resource entitlement to CPU cycles, real memory and disk I/O
Helps solve the problems of mixed workload management by providing resource availability to critical applications

Web-based System Management
Enables the convenience of management of AIX from any Java 1.1 or greater enabled browser

TaskGuides
Simplify complex and infrequently performed tasks

NIS+
Enables system administrators to store information about client addresses, security information, mail information, network interfaces and network services in central locations where all clients on a network can access it

Documentation Library Service for both AIX and customer HTML documentation
Offers an open, Web-based feature that integrates the navigation, reading and search of online documentation with the ability to print whole books

X11R6.3 (also known as Broadway release from the X Consortium)
Allows a Web server to run X Windows(R) System client applications on a remote host

Reliability, Availability, Serviceability (RAS)

PRIVATE
Feature
Benefit

Optional Passive LVM Mirror write consistency
Improves random write performance on mirrored logical drives

Optional hot spare disk support in volume group
Improves availability of mirrored data

Hot spot management in LVM for high-traffic disk partitions
Provides new tools that simplify hot spot detection and migration

Automated System Hang Recovery
Detects system hands and initiates configured action

Consecutive duplicate errors are counted instead of repetitively logged
Avoids Error Log capacity overload

Ability to deactivate active paging space
Provides enhanced flexibility without rebooting

Automatic dump analysis
Accelerates customer support and saves full dump transmission

Dump reliability improved with compression and capacity warning
Helps avoid a situation where dump exceeds system recording capacity

Multipath I/O manages multiple I/O paths to same storage media
Improves internal reliability and defers maintenance

"Pax" compatible archive format compatible with IEEE POSIX 1003.2b standard
Offers 64-bit ready support for files larger than 2GB host

Striped and mirrored (RAID 0 + 1)
Improve system availability

Online backup of mirrored Journal File System (JFS) while still in use
Improves system availability

Mirrored paging devices can be used as dump devices
Remove the restriction that a dump device cannot be a mirrored logical volume

Recordable CD Support
Makes it possible to generate an AIX system backup (mksysb) on recordable CDs

Programming support includes Replaceable Malloc, enhanced Kernel Debugger, Fast Single Instruction Patch and Pthread Debug Library
Enhances tool capability

Performance analysis tools include support for Workload Manager
Deliver broader analysis capability

Java

PRIVATE
Feature
Benefit

Common code reengineered by IBM
Enhances performance, scalability and stability

Cooperative interface between the AIX kernel and Java (IBM AIX Developer Kit, Java 2 Technology Edition, Version 1.3.0)
Improves Java application scalability and performance over the range of Web server products, better enabling AIX for Java runtime and Java application deployment

Concurrent support of multiple Java versions
Enhances flexibility in developing and executing Java applications

Java Security Migration Aid
Allows exploitation of security enhancements in Java 2 platforms, including security policies, permissions, tools and Java runtime security managers.

Directory Integration

PRIVATE
Feature
Benefit

AIX LDAP server (IBM SecureWay® Directory V3.2 utilizing DB2® Universal DatabaseTM technology)
Significantly reduces administrative effort for a collection of AIX systems

Graphics (3D graphics are on Power Only)

PRIVATE
Feature
Benefit

OpenGL GLX 1.3 and pbuffer support, enhanced local lighting, application-specific performance
Improves application performance

GraPHIGS enhancements include improved CPU utilization during swaps, faster clipping, increased large program support, and full input and output support of Japanese IBM 943 encoding
Allow the user to display and interact with larger models Improve application performance

AIX Virtual Frame Buffer (VFB)
Supports developing Web-based applications that render 3D graphics without the need for a 3D graphics adapter

Multilingual Support

PRIVATE
Feature
Benefit

Hindi enablement and locale support
Allows Hindi characters to be entered, viewed and printed from an AIX workstation

Unicode support
Meets worldwide language requirements, including Euro currency support

Codepage 943
Supports interoperability with Microsoft Windows® clients in Japan

Double Byte Character Set (DBCS)
Supports documentation searches in Japanese, Korean, Chinese and Traditional Chinese

Standards Leadership

PRIVATE
Feature
Benefit

UNIX 98 and X/Open XPG4 branded
Increases availability of applications, tools and middleware from developers supporting open standards

Implements IEEE POSIX 1003.1-1996 (1003.1c)
Improves scalability, performance and the assurance of application support threads including M:N thread support


Stay in control

        AIX 5L can help ensure that critical applications meet user expectations even during periods of peak system demand. The enhanced AIX Workload Manager allows businesses to divide processor cycles, real memory and disk I/O between jobs. Business needs are translated into a policy that automatically determines job scheduler dynamics. And the Workload Manager is easily accessed through both the Web- based AIX System Manager, an intuitive, graphical interface and the System Management Interface Tool (SMIT) as well as AIX commands. 

In real-world terms, servers running AIX Workload Manager, using a customer-defined resource allocation policy, dynamically address application requirements. This type of scheduler is valuable in critical business solution areas such as e-business, Business Intelligence, server consolidation and Enterprise Resource Planning. 

Linux affinity

        IBM is working to provide strong Linux affinity with AIX 5L. This will enable faster and less costly deployment of multi-platform, integrated solutions across AIX and Linux platforms. Many applications developed on and for Linux will run on AIX 5L with a simple recompilation of the source code. Thus, customers could combine Linux applications with the advanced scalability and availability features of AIX. This Linux affinity in AIX will enhance a customer's ability to adapt to changes in business and technology. 

New expansion pack for AIX 5L

        AIX 5L Expansion Packs complement the operating system by providing encryption support, a browser to view on-line HTML publications and an HTTP server to serve online publication pages and support Web- based System Manager. Software products are packaged in AIX Expansion Packs for convenience to customers at no extra charge. 

File System (FS)

        A file system is a hierarchical structure (file tree) of files and directories. This type of structure resembles an inverted tree with the roots at the top and branches at the bottom. This file tree uses directories to organize data and programs into groups, allowing the management of several directories and files at one time. Some tasks are performed more efficiently on a file system than on each directory within the file system. For example, you can back up, move, or secure an entire file system.

        Both local and remote file systems can be accessed by using the mount command. This makes the file system available for read and write access from your system. Mounting or unmounting a file system usually requires system group membership. To be accessible, a file system must be mounted onto a directory mount point. When multiple file systems are mounted, a directory structure is created that presents the image of a single file system. It is a hierarchical structure with a single root. This structure includes the base file systems and any file systems you create.  

File System Types : 

Multiple file system types are supported. These include the following:
Journaled File System: 

        The native file system type is called the journaled file system (JFS). It supports the entire set of file system semantics. This file system uses database journaling techniques to maintain its structural consistency. This prevents damage to the file system when the system is halted abnormally.

        Each journaled file system resides on a separate logical volume. The operating system mounts journaled file systems during initialization. This multiple file system configuration is useful for system management functions such as backup, restore, and repair, because it isolates a part of the file tree so that you can work on it. 

Network File System 

        The network file system (NFS) is a distributed file system that allows users to access files and directories located on remote computers and use those files and directories as if they were local. For example, users can use operating system commands to create, remove, read, write, and set file attributes for remote files and directories.

CD-ROM File System

        The CD-ROM file system (CDRFS) is a file system type that allows you to access the contents of a CD-ROM through the normal file system interfaces. It is a read-only local file system implementation under the AIX logical file system (LFS) layer. For all volume and file structure formats, the following restrictions apply:

· Single-volume volume set only 

· Non-interleaved files only

        The CDRFS is dependent upon the underlying CD-ROM device driver to provide transparency of the physical sector format (CD-ROM Mode 1 and CD-ROM XA Mode 2 Form 1), and the multisession format of the disks (mapping the volume descriptor set from the volume recognition area of the last session).

File System Management Tasks 

        A file system is a complete directory structure, including a root directory and any subdirectories and files beneath it. File systems are confined to a single logical volume. Some of the most important system management tasks have to do with file systems, specifically:

· Allocating space for file systems on logical volumes 

· Creating file systems 

· Making file system space available to system users 

· Monitoring file system space usage 

· Backing up file systems to guard against data loss in the event of system failures 

· Maintaining file systems in a consistent state.

Network File System Overview 

         The Network File System (NFS) is a distributed file system that allows users to access files and directories located on remote computers and treat those files and directories as if they were local. For example, users can use operating system commands to create, remove, read, write, and set file attributes for remote files and directories.

NFS Services 

        NFS provides its services through a client-server relationship. The computers that make their file systems, or directories, and other resources available for remote access are called servers. The act of making file systems available is called exporting. The computers, or the processes they run, that use a server's resources are considered clients. Once a client mounts a file system that a server exports, the client can access the individual server files (access to exported directories can be restricted to specific clients).

        The major services provided by NFS are:

· Mount service: Makes the resource available to remote users;

· Remote File access: File can be accessed by remote users;

· Remote execution service: Remote user can make some operation on files or other resource; 

· Remote System Statistics service: Such as accounting; 

· Remote User Listing service: Server and users can view the situation of each other’s situation to make control; 

· Boot Parameters service: Provides boot parameters to SunOS diskless clients; 

· Remote Wall service: For the security purpose; 

· Spray service: Sends a one-way stream of Remote Procedure Call (RPC) packets; 

· PC authentication service: Provides a user authentication service for PC-NFS 

        An NFS server is stateless. That is, an NFS server does not have to remember any transaction information about its clients. In other words, NFS transactions are atomic: a single NFS transaction corresponds to a single, complete file operation. NFS requires the client to remember any information needed for later NFS use.

NFS Access Control Lists (ACL) Support 

        Although NFS supports access control lists (ACLs), they are no longer used as the default. This support is handled by an RPC program that exchanges information about ACLs between clients and servers. The ACL support does not change the NFS protocol specification; it is a separate function.

        The operating system adds ACLs to the regular file system. Since the normal NFS protocol does not support them, ACLs cannot be seen by normal NFS clients. A user on an NFS client might presume access to a file after looking at the permission bits, but the permissions could have been altered by the ACL associated with the file. Permissions on a server are enforced at the server according to the ACL on the server, so a user on the client machine could receive a permission error.

        When a client first attempts to access a remote mounted file system, it attempts to contact the ACL RPC program on the server. If the server is a Version 3.2 server, the client consults the ACL associated with a file before granting access to the program on the client. This provides the expected behavior on the client when the request is sent over to the server. In addition, the aclget, aclput, and alcedit commands can be used on the client to manipulate ACLs.

Cache File System (CacheFS) Support 

        The Cache File System (CacheFS) is a general-purpose file system caching mechanism that improves NFS server performance and scalability by reducing server and network load. Designed as a layered file system, CacheFS provides the ability to cache one file system on another. In an NFS environment, CacheFS increases the client-per-server ratio, reduces server and network loads and improves performance for clients on slow links, such as Point-to-Point Protocol (PPP).

        You create a cache on the client so file systems that you specify to be mounted in the cache can be accessed by the user locally instead of across the network. When a user first requests access to these files, they are placed in the cache. The cache does not get filled until the user requests access to a file or files. Initial file requests may seem slow, but subsequent uses of the same file(s) are faster.

        CacheFS tasks:

· Web-based System Manager (Network application)

· Set up a cache

· Specifying files for mounting

· Modify the cache

· Display cache information

· Remove a cache

· Check file system integrity

NFS Mapped File Support 

        NFS mapped file support allows programs on a client to access a file as though it were memory. Using the shmat subroutine, users can map areas of a file into their address space. As a program reads and writes into this region of memory, the file is read into memory from the server or updated as needed on the server. Mapping files over NFS is limited in three ways:

· Files do not share information well between clients. 

· Changes to a file on one client using a mapped file are not seen on another client. 

· Locking and unlocking regions of a file is not an effective way to coordinate data between clients.

        If an NFS file is to be used for data sharing between programs on different clients, record locking and the regular read and write subroutines should be used.

        Multiple programs on the same client can share data effectively using a mapped file. Advisory record locking can coordinate updates to the file on the client, provided that the entire file is locked. Multiple clients can share data-using mapped files only if the data never changes, as in a static database.

Three Types of Mounts 

        There are three types of NFS mounts: predefined, explicit, and automatic.

Predefined mounts

         Each stanza (or entry) in this file defines the characteristics of a mount. Data such as the host name, remote path, local path, and any mount options are listed in this stanza. Predefined mounts should be used when certain mounts are always required for proper operation of a client.

Explicit mounts

        They serve the needs of the root user. Explicit mounts are usually done for short periods of time when there is a requirement for occasional unplanned mounts. Explicit mounts can also be used if a mount is required for special tasks and that mount should not be generally available on the NFS client. 

Automatic mounts

        They cause the AutoFS kernel extension to monitor specified directories for activity. If a program or user attempts to access a directory that is not currently mounted, then AutoFS intercepts the request, arranges for the mount of the file system, then services the request. 

NFS Mounting Process 

  Clients access files on the server by first mounting a server's exported directories. When a client mounts a directory, it does not make a copy of that directory. Rather, the mounting process uses a series of remote procedure calls to enable a client to access the directories on the server transparently. 

Implementation of NFS 

        NFS can be, and is, implemented on a wide variety of machine types, operating systems, and network architectures. NFS achieves this independence using the Remote Procedure Call (RPC) protocol.

Remote Procedure Call (RPC) Protocol 

        RPC is a library of procedures. The procedures allow one process (the client process) to direct another process (the server process) to execute procedure calls as if the client process had executed the calls in its own address space. Because the client and the server are two separate processes, they need not exist on the same physical system (although they can).

        NFS implemented as a set of RPC calls in which the server services certain types of calls made by the client. The client makes such calls based on the file system operations that are done by the client process. NFS, in this sense, is an RPC application. 

        Because the server and client processes can reside on the two different physical systems which may have completely different architectures, RPC must address the possibility that the two systems may not represent data in the same manner. So, RPC uses data types defined by the eXternal Data Representation (XDR) protocol.

eXternal Data Representation (XDR) Protocol 

        XDR is the specification for a standard representation of various data types. By using a standard data type representation, a program can be confident that it is interpreting data correctly, even if the source of the data is a machine with a completely different architecture.

In practice, most programs do not use XDR internally. Rather, they use the data type representation specific to the architecture of the computer on which the program is running. When the program needs to communicate with another program, it converts its data into XDR format before sending the data. Conversely, when it receives data, it converts the data from XDR format into its own specific data type representation.

Controlling NFS 

         The NFS, NIS, and NIS+ daemons are controlled by the System Resource Controller (SRC). This means you must use SRC commands such as startsrc, stopsrc, and lssrc to start, stop, and check the status of the NFS, NIS, and NIS+ daemons.

        Some NFS daemons are not controlled by the SRC: specifically, rpc.rexd, rpc.rusersd, rpc.rwalld, and rpc.rsprayd. These daemons are started and stopped by the inetd daemon.

        NFS controlling operations include:

· Change the Number of biod and nfsd Daemons 

· Change Command Line Arguments for Daemons Controlled by SRC 

· Start the NFS Daemons at System Startup 

· Start the NFS Daemons 

· Stop the NFS Daemons 

· Get the Current Status of the NFS Daemons 
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