                                                    OS final project

                         WWW Security

                                                Degui Cao

                                                ID: 100361
                                          Professor: M. Anvari

                                         Southeastern University

                                                  Fall 2000 

                               Contents

1. Introduction

2. Comparison of two basic operating systems

    (a). Unix System

    (b). Windows NT

3. Security problems in specific servers with NT and Unix

    (a). Security problems with NT

    (b). Security problems with Unix

4. Security problems in main software of WWW

   (a) CGI

   (b) Java

   (c) JavaScript

5. Procedures taken on www security

  (a). File and file system administration

  (b). Firewall

      Types of firewall: 

          (1) Screening routers

          (2) Proxy server gateway

          (3) stateful inspection techniques

       Firewall policy

6. Conclusions

7. References          

                            WWW Security         

1. Introduction

     The World Wide Web is  a system for exchanging information over the Internet. The Web is constructed from specially written programs called Web servers that make information available on the network. Other programs, called Web browsers, can be used to access the information that is stored in the servers and to display it on the users’ screen.

     The World Wide Web is one of the most exciting used of the Internet.  Business, universities, government agencies and even individuals publish millions of screens of information about themselves and practically everything else.  Many organizations also use the Web for distributions confidential documents within their organizations, and between their organizations and its customers. Another exciting use of the Web today involves putting programs behind Web pages which are created with a protocol called 

the Common Gateway Interface (CGI). Many other companies are now exploring the use of the WWW for the electronic commerce. Customers browse catalogs of goods and services, select items, and than pay for them without anything other than a forms-capable browser.

    Web servers are designed to receive anonymous requirements from unauthorized hosts on the Internet and to deliver the requested information in a quick and efficient manner. As such, the Web sever provides a portal to your friends and foes alike. No piece of software is without its risk. Web server, by its nature, is complicated programs. Furthermore, many organizations use source code that is freely available over the Internet. Although this means that this source code is available for inspection by the organizations, it also means that an attacker, ”hacker”, can scan the same source code and look for vulnerabilities, security holes through which “attack” the Web server.   

    The Web server faces three security risks: (1). Bugs or misconfiguration problems in the Web server that allow unauthorized remote user to steal confidential documents not intended to their wyes, execute commands on the server host machine and allow them to modify the system, gain information about the Web server’s host machine that will allow them to break onto the system, launch denial-of-service attacks, rending the machine temporarily unusable. (2). Browser-side risks, including active content the crashes the browser, damages the user’s system, breaches the user’s privacy, or merely creates an annoyance, the misuse of personal  information knowingly or unknowingly provided by the end-user. (3). Interception of network data sent from browser to server or vice versa via network eavesdropping. Eavesdroppers can operate from any point on the pathway between browser and server including the network on the browser’s side of the connection, the network on the server’s side of the connection, the end-user’s internet service provider(ISP), the server’s ISP, either ISP’s regional access provider. 

     In a real word, of course, many sites want to run a Windows NT or UNIX server in order to gain the performance advantage of a multitasking operating system and the benefits of database and middleware connectivity.  Unix and NT systems, with their large number of built-in servers, scripting languages and interpreters, are particularly vulnerable to attack because there are simply so many portals of entry for hackers to exploit. In general, the more powerful and flexible the operating system, the more open it is for attack through its Web serves.

2. Comparisons  of  two basic operating systems

    At the heart of every computer is a master set of programs, called operating system. This is the software that controls the computer’s I/O systems. The operating system is also a set of mechanisms and polices that help define controlled sharing resources. Unix and Windows are two of basic computer operating systems.

    (a). Unix System

    Unix is a machine independent operating system which is multi-user, multi-tasking and time-sharing system. That means, multiple users may have multiple tasks running at the time. Unix supports multiple processes. A process can easily create new processes. CPUY scheduling is a simply priority algorithm. Swapping is used if a system is suffering from excess paging.

     Unix consists of two separate parts: the kernel and systems programs. Everything below the system-call interface and above the physical hardware is the kernel. The kernel provides the file system, CPU scheduling, memory management, and other operating system functions through system calls. Systems programs use the kernel supported system calls to provide useful functions, such as compilation and file management.  

    System calls define the programmer interface to Unix, a set of systems programs commonly available defines the user interface. The programmer and the user interface define the content that the kernel must support. System call for Unix can be roughly grouped into three categories: file management, process control,  and information manipulation.

    File Management: A file in Unix is a sequence of bytes. Different programs expect various levels of structures, but the kernel does not impose a structure on files. Files are organized in tree-structured directories. Directories are themselves files that contain information on how to fine other files. A path name to a file is a text string that identifies a file by specifying a path through the directory structure to the file. The Unix file system has both absolute path names and relative path names. Absolute path names start at the root of the file system and are distinguished by a slash at the beginning of the path name, relative path names start at the current directory which is an attribute of the process accessing the path name, a file may be known by more than one name in one or more directories.

   Process Control:  A process is a program in execution. Processes are identified by their process identifier. A new process is created by the fork system call. The new process consists  of a copy of the address space of the original process. The execute system call is used after a fork by one of the two processes to replace that process virtual memory space with a new program. The execute system call loads a binary file into memory and starts its execution. A process may terminate by using the exit system call, and its parent process may wait for that event by using the wait system call. If the child process crashes the system simulates the exit call. The wait system call provides the process if of a terminated child so that the parent can tell which of  possibly many children terminated.

  Information manipulation: The system-calls exist to set and return both an interval timer and the current time in microseconds. In addition, processes can ask for their process identifier, their group identifier, the name of  machine on which they are executing and many other values.

   (b). Windows NT

   Windows NT system is a preemptive multitasking one for modern microprocessors. NT is portable to a variety of processor architectures. The key goals for NT include extensibility, portability, reliability , compatibility, performance and international support.

    Extensibility is an important property of any operating system that hopes to keep up with advancements in computing technology. So that changes are facilitated over time. NT is  implemented by using a layered architecture. The NT executive, which runs in kernel or protected mode, provides the basic system services. On top of the executive, several server subsystems operate in user mode. Among these are environmental subsystems that emulate different operating system. Thus programs written for DOS, Windows can all run on NT in the appropriate environment. 

   An operating system is portable if it can be moved from one hardware architecture to another with relatively few changes. NT is designed to be portable. As is true of Unix, the majority of the system is written in C. All processor-dependent code is isolated in a dynamic link library(DDL), called the hardware abstraction layer(HAL). A DLL is a file that gets mapped into a process’s address space such that any functions in the DDL appear as if they are part of the processes. The upper layers of NT depend on HAL, rather than on the underlying hardware, and  that helps NT to be portable. The HAL manipulates hardware directly, isolating the rest of NT from hardware differences among the platforms on which it runs.

   Reliability is the ability to handle error conditions, including the ability of the operating system to protect itself and its users from defective or malicious software. NT is designed to resist defects and attacks by using hardware protection for virtual memory, and software protection mechanisms for operating system resources. Also, NT comes with a file system called the NT file system (NTFS) that recovers automatically from many kinds of file system errors after a system crash.

    NT provides source-level compatibility to  applications. Thus, they can be compiled to run on NT without changing the source code.

     NT is designed to afford good performance. The subsystems that comprise NT can communicate with one another efficiently by a local-procedure-call facility that provides high-performance message passing. Except for the kernel, threads in the subsystems of NT can be preempted by higher-priority threads. Thus the system can respond quickly to external events. In addition, NT is designed for symmetrical multiprocessing: ON a multiprocessor computer, several threads can run at the same time.

   NT is also designed for international use. It provides support for different locals via the national language support(NLS) API.

   The architecture of NT is a layered system of modules. The main layers are the hardware abstraction  layer, the kernel and the executive that run in protected mode, and a large collection of subsystems that run in use mode. The use-mode subsystems are in two categories. The environmental subsystems emulate different operating system; the protection  subsystem provide security functions. One of the chief advantages of this type architecture is that interactions between modules can be kept simple. HAL is a layer of software that hides hardware differences from upper levels of the operating system, to help make NT portable. HAL also provides the support for symmetric multiprocessing.

   The kernel of NT provides the function for the executive and the subsystems. The  kernel is never paged out of memory and its execution is never preempted. It has four main responsibilities: thread scheduling, interrupt and exception handing, low-level processor synchronization and recovery after a power failure. The kernel is object oriented. An object type is just an instance of a particular object type. The kernel has two sets of objects. The first set of objects are the dispatcher object. These control dispatching and synchronization in the system. Such as events, mutants, semaphores, threads, and times. The second set of objects comprises the control object. These objects include asynchronous procedure calls, interrupts, power notify, power status, process, and profile objects.

3.  Security problems in specific servers with NT and Unix 

   (a). Security problems with NT

   Programmers at San Diego Source, the online news services of the San Diego Daily Transcripts have discovered that by appending certain characters to the end of the URL that refers to a server-side include file, a remote user can recover the source code for the file, disclosing proprietary information, copyrighted source code, and even user names and password used to log into database. In addition to affecting server-side includes, this bug affects such popular products as Allaire Cold Fusion, Microsoft Active Server Page and PHP. In WebSite and WebSite Professional version 2.3, this problem could be fixed by O’Reilly. But Windows-based Netscape servers are also vulnerable to this bug. Microsoft IIS servers do not appear to be.

    The JavaWebServer is able to compile and execute Java class files in a manner similar to CGI. These small Java programs are called “servlets”. The Windows NT version of Java WebServer is vulnerable to a bug that allows the source code for Java servlets to be downloaded by remote users. This bug is similar to ones identified for Windows NT versions of O’Reoilly WebSite Professional and Netscape Enterprise Sewrver. By appending certain characters to the end of a servelet’s URL, a remote user can fool the server into sending him the compiled servelt, which can then be decompiled by a product such as Mocha. Since servelts  may contain proprietary code, trade secrets or even database access passwords, this is a significant problem. 

    b. Security problems With Unix

    Version of Apache http prior to 1.2.5 contain several programming errors that present moderate security risks. Users who have local access to the server machine (eg. Web author), can carefully craft HTML files which, when fetched, will give the user the ability to execute Unix commands with Web server user permissions. Since local users usually already have as much, if not more, access to the system as the Web server, this does not present a major risk, but it may be of concern to ISP’s who provide Web hosting services to untrusted authors. Apach version1.2.5 is free of these bugs.

     Apache servers prior to 1.1.3 contain two security holes which are of far more concern. The first hole affects servers compiled with the “mod cookiles” module. Servers compiled with this module contain a vulnerability that allows remote users to send the server extremely long cookies and overturn the program stack, potentially allowing arbitrary commands to be executed. Because this gives remote users access to the server host, it is a far greater vulnerability than the holes discussed above, which only can be exploited by local users.

     The second problem with 1.1.1 affects automatic directory listings. Ordinarily, a remote user cannot obtain a directory listing if the directory contains a “welcome page”, such as “index.html”. A bug causes this check to fail under certain circumstances, allowing the remote user to see the contents of the directory even if the welcome page is present. This hole is less serious than the first one, but is still a potential information leak.

4.  Security problems in main software of WWW  

    (a).  CGI

   Common Gateway Interface(CGI) is widely used in the Web site developing. The problem with CGI scripts is that each one presents yet another opportunity for exploitable bugs. CGI scripts should be written with the same care and attention given to Internet servers themselves, because, in fact, they are miniature servers. Unfortunately, for many Web developers, CGI scripts are their first encounter with network programming.

  One of the most frequent security problems in CGI scripts is inadvertently passing unchecked user variables to the shell. Perl is a very important language in system and file administration, database and networking. Perl provides a “taint” checking mechanism that prevents from doing this. Any variable that is set using data from outside the program(including data from the environment, from standard input , and from the command line) is considered tainted and cannot be used to affect anything else outside the program. The taint can spread. If a tainted variable can not be used in eval(), system(), exec() or piped open() calls. Perl will exit with a warning message. Perl will also exit while being calling an external program without explicitly setting the PATH environment variable.

    Taint checks could be used in version 4 of Perl by a special version of the interpreter named “taintedperl”:

      #!/usr/local/bin/taintperl

    In version 5 of Perl, pass the –T flag to the interpreter:

      #!/usr/local/bin/perl  -T

    CGI scripts can present security holes in tow ways:

1. They may intentionally or unintentionally leak information about the host 

system that will help hackers break in.

2. Scripts that process remote user input, such as the contents of a form or a 

“searchable ondex” command, may be vulnerable to attack in which the remote

user tricks them into executing commands.

With this in mind, a few guidelines will be present for safeguarding the programs:

1. Beware the eval statement.

Languages like Perl and Bourne shell provide an eval command which allow  to

construct a string and have the interpreter execute that string. This can be very dangerous. Observe the following statement in a Bourne shell:

eval `echo $QUERY_STRING |  awk `BEGIN{RS=”&”} {printf “QS_%s\n”,$1’`

    This clever little snipper takes the query string, and convents it into a set of variable set commands. Unfortunately, this scripts can be attacked by sending it a query string which starts with a; .

2. Do not trust the client to do anything

   A well-behaved client will escape any characters which have special meaning to the Bourne shell in a query string and thus avoid problems with your script misinterpreting the characters. A mischevious client may use special characters to confuse the scripts and gain unauthorized access.

3.  Be careful with popen and system

    If and data from the client to construct a command line for a call to popen() or system(), be sure to place backslashes before any characters that have special meaning to the Bourne shell before calling the function. This can be achieved easily with a short C function.

4. Turn off sever-side includes

 If the server is unfortunate enough to support sever-side includes, turn them off 

for the scripts directories. The server-side includes can be abused by clients which prey on scripts which directly output things they have been sent.

    b. Java 

  Princeton computer scientist Edward Felton feels that there are fundamental problems with the design of the language itself. His 1996 paper Java Security: Form HotJava to NetScape and Beyond, which was published in the 1996 IEEE Symposium on Security and Privacy, concludes with the following sobering assessment:

  We conclude that Java system in its current form cannot easily be made secure. Significant redesign of the language, the bytecode format, and the runtime system appear to be necessary steps toward building a higher-assurance system.    

    c. JavaScript

    Despite the similarity in names, Java and JavaScript are two separate entities. Java is a language designed by Sun Microsystems. JavaScript is a series of extensions to the HTML language designed by the Netscape Corporation and understood by Netscape Navigator version 2.0 and higher. It is an interpreted language designed for controlling the browser, opening and closing windows, manipulating form elements, adjusting browser settings, and downloading and executing Java applets.

   JavaScript also has a troubling history of security holes. Unlike Java holes, which potentially can change data on the user’s disk, JavaScript holes generally involve infringements on the user’s privacy. Although many bugs have been closed, others keep popping up. 

   A bug in the JavaScript implementation in Netscape Communication 4.5 and 4.04-4.05 allows a Web page to read arbitrary files form the user’s machine and transmitted across the Internet. Any file that can be read with the user’s permission is vulnerable, including the system password file. The bug affects both Windows and Unix versions of Communicator. Any HTML page can carry this exploit, including ones that are transmitted as an email enclosure. Internet Explorer has not been reported to be vulnerable.

   Microsoft Internet Explorer is also vulnerable to file theft via JavaScript. Internet Explorer versions 4.0-4.01 and prerelease versions of IE 5.0 allow JavaScript programs to cut and paste text into file upload fields, thereby allowing a boobytrapped Web page or email message to steal any file on the user’s disk.    

   Although not strictly related to JavaScript, a bug in the way that fill-out forms are handled by NetScape Navigator allows JavaScript programs to trick the browser into uploading any local file on the user’s hard disk. The user will have no knowledge that upload has taken place unless he has checked the “Warm before Submitting a Form Insecurely” option in the Security Options dialog box. Even with this option selected, Netscape will fail to produce a warming if the remote server happens to use SSL to establish a “secure” connection.

    In order to exploit this bug, the remote server must know the name of the local file in advance. However, this is still a big problem. A large amount of sensitive information, including system  passwords, are stored in files with known names. 

   Netscape Navigator 2.0, 3.0 , 3.01 and Netscape Communication 4.0 are all affected by this bug. Netscape Communicator 4.01 contains a patch for this problem. Version 3.02 of Netscape Navigator is also expected to correct the problem. The most recent versions of these browsers are available at Netscape’s Web site.

5. Procedures taken on WWW security 

a. File  and file system administration

     The file system controls the way that information in files and directories is stored on disk and other forms of secondary storage. It controls which users can access what items and how. From the simplest perspective, everything visible to the user can be represented as file including processes and network connections. Almost all of the these items representing the file are one name, one owner, access rights, and other attributes. 

    Ownership: which user(s) and group(s) retain(s) control of the permission settings of the node and parent of the node. It has three different ownerships: owner, group, and  other 9everyone except the owner and group). 

    Permission: Bits capable of being set or reset to allow certain types of access to it. Permissions for directories may have a different meaning than the same set of permissions on file.

    Read: 

    To be able to view contents of a file.

    To be able to read a directory

    Write:

    To be able to add or change a file

    To be able to delete or move files in a directory

    Execute:

    To be able to run a binary program or shell script

    To be able to search in a directory, combine with read permissio 

    The file has a permission of reading, writing and executing granted to the users on the systems. Under the Unix environment, we can see the example by using ls –la:               

    drwxrwxrwx  1 batman seu 1234 Nov 18 13:19 ospresentation 

    d: the file’s type (directory)

     rwxrwxrwx: the file’s permission

     1:  the number of “names” for the file

     bateman:   the name of the file’s owner

     seu: the name of the file user

     1234:  the file’s size, in bytes

     Nov 18 13:19:   the file’s modification time

     ospresentation: the file’s name         

     Let us analyze the file permission “drwxrwxrwx”. Here r, w and x mean read, write and execute. 

     The permission has three parts of “rwx”: 

      d  r w x   r w x   r w x 

         ---------------- -------( access granted to file’s owner (uSER)

                      -------------( access granted to group member (gROUP)

                                   --------(  access granted to non-owner and non-group (oTHER)

    We can use chmod to change a file’s permission.

     Chmod g-rwx  ospresentation: the group can not read, write and execute the file.

     Chmod o-rwx  ospresentation: the others can not  read, write and execute the file.     

      After that, we can get:

      drwx------  1 batman seu 1234 Nov 18 13:19 ospresentation 

b. Firewall

A firewall is a machine that sits between a private network and a public   

one.The firewall is configured with a set of rules that determine which network traffic will be allowed to pass and which will be blocked or refused. A firewall can include hardware and software combinations that act as a barrier between an organization’s information and the outside world. It protects private information on server or network form unauthorized access. All messages entering or leaving the network pass through the firewall, which examines each message and blocks those that do not meet the specified security criteria.

     A fire wall puts up a barrier that controls the flow of traffic between networks. (Fig.1) There are three major types of firewalls that use different strategies for protecting network resources: Screening routers, proxy server and stateful  inspection techniques. Fig2. and Fig3  illustrate the differences between screening routers and proxy servers.
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                 Fig1  firewall/proxy server

   (1). Screening routers

   Screening routers can look at information related to the hard-wired address of a computer, is IP address and even the types of connections provide filtering based on that information. A screening router may be a stand-alone routing device or a computer that contains two network interface cards. The router connects two networks and performs packed filtering to control traffic between the networks. Administrators program the device with a set of rules that define how packet filtering is done. Ports can also be blocked.
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               Fig. 2  screening router
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                    Fig. 3   proxy server

 (2). Proxy server gateway

  Gateways work at a higher level in the protocol stack to provide more opportunities for monitoring and controlling access between networks. A gateway is like a middle-man, relaying messages from internal clients to external services. The proxy service changes the IP address of the client packets to essentially hide the internal client to the Internet, then it acts as a proxy agent for the client on the Internet. Using proxies reduces the threat from hackers who monitor networks traffic to glean information about computers on internal networks. The proxy hides the address of all internal computers. Traditionally, using proxies has reduced performance and transparency of access to other networks. However, current firewall products solve some of these problems. There are two types of proxy serves;
   Circuit-Level Gateway  This type of proxy server provides a controlled network connection between internal and external systems. A virtual “circuit”  exists between the internal client and the proxy server. Internet requests go through this circuit to the proxy server, and the proxy server delivers those requests to the Internet after changing the IP address. External users only see the IP address of the proxy server. Responses are then received by the proxy server and sent back through the circuit to the client. While traffic is allowed through, external systems never see the internal systems. This type of connection is often used to connect “trusted” internal users to the Internet.

    Application-Level Gateway  An application-level proxy server provides all the basic proxy features and also provides extensive packet analysis. When packets from the outside arrive at the gateway, they are examined and evaluated to determine if the security policy allows the packet to enter into the internal network. Not only does the server evaluate IP address, it also looks at the data in the packets to stop hackers from hiding information in the packets.

    A typical application-level gateway can provide proxy services for applications and protocols like Telnet, FTP, HTTP and SMTP. Note that a separate proxy must be installed for each application-level service. With proxies, security polices can be much more powerful and flexible because all of the information in packets can be used administrators to write the rules that determine how packets are handled by the gateway. It is easy to audit just about everything that happens on the gateway. 

  (3). stateful  inspection techniques

   One of the problems with proxies is that a lot of information in a lot  of packets must be evaluates. Thus a  separate proxy for  each application should be installed. This affects performance and increase costs. A new class of firewall product is emerging that uses stateful inspection techniques. Instead of examining the contents of each packet, the bit patterns of the packets are compared to packets that alreafy known to be trusted.

   For example, the server remembers things about the original request like port number, source and destination address while accessing some outside service. This “remembering: is called saving the sate. When the outside system responds to the request, the firewall server compares the received packets with the saved sate to determine if they are allowed  in. While stateful inspection provides speed and transparency, one of its biggest disadvantages is that inside packets make their way to  the outside network, thus exposing internal IP address to potential  hackers. Some firewall vendors are using stateful inspection and proxies together for added security. 

    Firewall policy: 

    The firewall and the firewall policy are two different things that require careful planning and implementation.To set up a firewall, we must therefore define what kinds of data pass and what kinds are blocked. This is called defining firewall policy.A weakness in the policy or the inability to enforce the policy will weaken any protection provided by even the best firewalls. Security policies must be outlined in advance so administrators and users know what type of activities are allowed on the network. The policy statement should address internal and external access, remote user access, virus protection and avoidance, encryption requirements, programs.  

    There are two basic strategies for defining firewall policy:

     .Default permit

With this strategy, the firewall will be given the set of conditions that will result 

in data being blocked. Any host or protocol that is not covered by the firewallpolicy will be passed by default.

.Default deny

With the strategy, the specific protocols will be described that should be allowed 

to cross through the firewall, and the specific hosts that may pass data and be 

contacted. The rest are denied.

    The often firewall policies are:

   (1). Block all traffic, then allow specific services on a case-by-case basis.

   (2). Network traffic to and from outside networks such as the Internet must pass through the firewall. The traffic must be filtered to allow only authorized packets to pass.

   (3).Never use a firewall for a general purpose file storage to  run programs , except for those required by the  firewall. Do not run any services on the firewall except those specifically required to provide firewall services. Consider the firewall expendable in case of an attack.

   (4). Do not allow any passwords or internal addresses to cross the firewall.

   (5). Put the services provided to the public on the outside of the firewall and implement internal settings that protect the server from attacks that would deny service.

   (6). Accept the fact that it is necessary to completely restore public systems from backup in the event of an attack. 

  After a policy is defined, you must then create the actual mechanisms  that implement that policy.   

5. Conclusions

  With  the widely using of  www and Internet system, www security will become even much server. Each user should keep eye on his system strictly , set up a complete security policy  to protect his computer system. 
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