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1. What is a Java Virtual Machine?

Java is a programming language created by Sun Microsystems. In broad term, Java is not only a programming language, it is a platform. What makes it popular is that Java’s goal is “Write-Once-Run-Anywhere”. At the heart of the Java platform lies the Java Virtual Machine. Java Virtual Machine is a software and is part of Java technology. It creates a platform for Java programs by staying on top of the host operating system, such as UNIX, or Windows NT. It is an additional layer between the Java programs and underlying operating systems. The main purpose of the Java Virtual Machine is to help Java program to achieve a high level of portability. 

2. Why needs Java Virtual Machine?

Most programming languages, such as C/C++, compile source code directly into native machine code, suitable for execution on a particular computer architecture. The difference with Java program is that it uses bytecode - a special type of machine code. The Java Virtual Machine is responsible for interpreting Java bytecode, and translating this into actions or operating system calls. For example, a request to establish a socket connection to a remote machine will involve an operating system call. Different operating systems handle sockets in different ways - but the programmer doesn't need to worry about such details.  It is the responsibility of the Java Virtual Machine to handle these translations, so that the operating system and CPU architecture on which Java software is running is completely irrelevant to the developer.

There is a need to create a bridge to connect all the platforms and systems together, that is, a kind of virtual machine which hides the difference of computer architectures and operating system implementations. In this sense, Java Virtual Machine is an “abstract computer” on which Java programs run (See graph A below). With Java Virtual Machine, all different computers and operating systems “look” the same to the programmers. This “virtual machine” runs a special set of “instructions” called bytecode that is simply a stream of formatted bytes, each of which has a precise specification of exactly what each bytecode does to this virtual machine. 
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We can see that in the Java runtime environment, Java Virtual Machine just works like a cushion and you can not feel the details of the underlying operating systems and computer architectures!

3. How does Java Virtual Machine work?

Java source code is “compiled” into bytecode and stored in a “xxx.class” file. On Sun’s Java system, this is performed using the “javac” tool. It is not exactly a traditional “compiler,” because “javac” translates source code into bytecode, a lower-level format that cannot be run directly, but must be further interpreted by each computer. It is exactly this level of “indirection” that enables Java to achieve the power flexibility, and extreme portability. Java Virtual Machine interprets and converts Java byte code into machine code in order to execute on a CPU. If host machine is running under UNIX, your Java Virtual Machine will interpret the byte code into machine code UNIX system will run. If host machine is running under Windows NT, the your Java Virtual Machine will interpret the byte code into machine code for Windows NT system. Most current web browsers have Java Virtual Machine integrated to run applets. 

4. The Fundamental Parts of Java Virtual Machine

The Java Virtual Machine can be divided into five fundamental parts:

· A bytecode instruction set 

· A set of registers 

· A stack 

· A garbage-collected heap 

· An area for storing methods
Some of these might be implemented by using an interpreter, a native binary code compiler, or even a hardware chip—but all these logical, abstract components of the virtual machine must be supplied in some form in every Java system. The memory areas used by the Java virtual machine are not required to be at any particular place in memory, to be in any particular order, or even to use contiguous memory. However, all but the method area must be able to represent align 32-bit values.

Bytecode Instruction Set

The Java virtual machine instruction set is optimized to be small and compact. It is designed to travel across the Net, and so has traded off speed-of-interpretation for space. 

A bytecode instruction consists of a one-byte opcode that serves to identify the instruction involved and zero or more operands, each of which may be more than one byte long, that encode the parameters the opcode requires.

Bytecode interpret data in the run-time memory areas as belonging to a fixed set of types: the primitives types, consisting of several signed integer types (8-bit byte, 16-bit short, 32-bit int, 64-bit long), one unsigned integer type (16-bit char), and two signed floating-point types (32-bit float, 64-bit double), plus the type “reference to an object” (a 32-bit pointer-like type). Some special bytecodes (for example, the “dup” instruction), treat run-time memory areas as raw data, without regard to type. This is the exception.

These primitives types are distinguished and managed by the compiler, “javac”, not by the Java run-time environment. These types are not “tagged” in memory, and thus cannot be distinguished at run-time. Different bytecode are designed to handle each of the various primitive types uniquely, and the compiler carefully chooses from this palette based on its knowledge of the actual types stored in the various memory areas. For example, when adding two integers, the compiler generates an “iadd” bytecode; for adding two floats, “fadd” is generated. 

Register 

The registers of the Java virtual machine are just like the registers inside a “real” computer.

The followings are Java registers:

· PC: the program counter, which indicates what bytecode is being executed 

· OPTOP: a pointer to the top of the operand stack, which is used to evaluate all arithmetic expressions 

· FRAME: a pointer to the execution environment of the current method, which includes an activation record for this method call and any associated debugging information 

· VARS: a pointer to the first local variable of the currently executing method 
The virtual machine defines these registers to be 32 bits wide.

The Stack

The Java virtual machine is stack-based. A Java stack frame is similar to the stack frame of a conventional programming language—it holds the state for a single method call. Frames for nested method calls are stacked on top of this frame. Each stack frame contains three (possibly empty) sets of data: the local variables for the method call, its execution environment, and its operand stack. The sizes of these first two are fixed at the start of a method call, but the operand stack varies in size as bytecode are executed in the method. The stack is used to supply parameters to bytecode and methods, and to receive results back from them.

The execution environment in a stack frame helps to maintain the stack itself. It contains a pointer to the previous stack frame, a pointer to the local variables of the method call, and pointers to the stack’s current “base” and “top.” Additional debugging information can also be placed into the execution environment.

The operand stack, a 32-bit first-in-first-out (FIFO) stack, is used to store the parameters and return values of most bytecode instructions. Each primitive data type has unique instructions that know how to extract, operate, and push back operands of that type. For example, long and double operands take two “slots” on the stack, and the special bytecode that handle these operands take this into account. It is illegal for the types on the stack and the instruction operating on them to be incompatible (“javac” outputs bytecode that always obey this rule).

The Heap

The heap is that part of memory from which newly created instances (objects) are allocated. The heap is often assigned a large, fixed size when the Java run-time system is started, but on systems that support virtual memory, it can grow as needed, in a nearly unbounded fashion. Because objects are automatically garbage-collected in Java, programmers do not have to manually free the memory allocated to an object when they are finished using it.

Java objects are referenced indirectly in the run-time, via handles, which are a kind of pointer into the heap. Because objects are never referenced directly, parallel garbage collectors can be written that operate independently of the program, moving around objects in the heap at will. 

The Method Area

Like the compiled code areas of conventional programming language environments, the method area stores the Java bytecode that implement almost every method in the Java system. The method area also stores the symbol tables needed for dynamic linking, and any other additional information debuggers or development environments might want to associate with each method’s implementation.

Because bytecode are stored as byte streams, the method area is aligned on byte boundaries.

5. Performance of Java Virtual Machine

Although Java Virtual Machine could help Java to achieve a very high level of portability, it has some drawbacks. 

· Java Virtual Machine is a layer on the top of the operating system so that it consumes additional memory.

· Java Virtual Machine is additional layer between compiler and machine. The compiled Java code can not execute on computer directly. Instead, it is interpreted by a Java Virtual Machine into machine code first, and then, run on a computer. So it is much slower than a compiled C program. 

· Java byte code is compiled for system independence in mind so it does not take advantage of any particular operating system and computer architecture.

6. A “Just-In-Time” Compiler

About a decade ago, an idea was discovered by L. Peter Deutsch while trying to make Smalltalk run faster. He called it “dynamic translation” during interpretation. Sun Microsystems calls it “just-in-time” compiling.

Every time JIT compiler interprets byte codes, it will keep the binary code in log and optimize it, just as a smart compiler does. This action eliminates redundant or unnecessary instructions from the log, and makes it look just like the optimized binary code that a good compiler might have produced. The next time that method is run (in exactly the same way), the interpreter can now simply execute directly the stored log of binary native code. Because this optimizes out the inner-loop overhead of each bytecode, as well as any other redundancies between the bytecode in a method, it can gain a factor of 10 or more in speed. An experimental version of this technology at Sun has shown that Java programs using it can run as fast as compiled C programs. For example,

Loop with 1000 times 

     for(int i=0;i<1000;i++){

         do_action( );

     }
Without JIT, Java Virtual Machine will interpret do_action( ) method 1000 times. Really a waste of time! With JIT, Java Virtual Machine interprets do_action( ) method only once and keeps it in log, and the binary code will execute for the rest 999 loops. 
Also, the log of native code for a method must be invalidated whenever the method has changed, and the interpreter must pay a small cost each time a method is run for the first time. However, these small costs are far outweighed by the gains in speed possible.

7. Just-In-Time Compiler Arc
hitecture

                                                                                                              








8. Java Virtual Machine Garbage Collector

When we program in an ordinary language, such as C/C++, each time we create something dynamically in such a language, we are completely responsible for tracking the life of this object throughout our program and mentally deciding when it will be safe to de-allocate it. This can be quite a difficult task, because any of the other libraries or methods we’ve called might have “squirreled away” a pointer to the object. When it becomes impossible to know, we might simply choose never to de-allocate the object, or at least to wait until every library and method call involved has completed, which could be nearly as long.

Experiment estimates have recently shown that for every 55 lines of production C-like code in the world, there is one bug. Soon the programs will have even more, because the size of computer software is growing exponentially. Many of these errors are due to the misuse of pointers, by misunderstanding or by accident, and to the early, incorrect freeing of allocated objects in memory. Java addresses both of these—the former, by eliminating explicit pointers from the Java language altogether and the latter, by including, in every Java system, a garbage collector that solves the problem.

Java currently involves using 100 percent “soft” pointers. An object reference is actually a handle, sometimes called an “OOP,” to the real pointer, and a large object table exists to map these handles into the actual object reference. Although this does introduce extra overhead on almost every object reference, it’s not too high a price to pay for this incredibly valuable level of indirection.

This indirection allows the garbage collector, for example, to mark, sweep, move, or examine one object at a time. Each object can be independently moved “out from under” a running Java program by changing only the object table entries. This not only allows the “step back” phase to happen in the tiniest steps, but it makes a garbage collector that runs literally in parallel with our program much easier to write. This is what the Java garbage collector does.
9. Java Virtual Machine Security Capability

With the spread use of Internet, security issues become a more and more important concern. 

Java’s powerful security mechanisms act at four different levels of the system architecture. First, the Java language itself was designed to be safe, and the Java compiler ensures that source code doesn’t violate these safety rules. Second, all bytecode executed by the run-time are screened to be sure that they also obey these rules. This layer guards against having an altered compiler produce code that violates the safety rules. Third, the class loader ensures that classes don’t violate name space or access restrictions when they are loaded into the system. Finally, API-specific security prevents applets from doing destructive things. This final layer depends on the security and integrity guarantees from the other three layers.

First, the Java compiler is built to be safe.

Java eliminates pointers from the language altogether. There are still pointers of a kind—object references—but these are carefully controlled to be safe: they are unforgeable, and all casts are checked for legality before being allowed. In addition, powerful new array facilities in Java not only help to offset the loss of pointers, but add additional safety by strictly enforcing array bounds, catching more bugs for the programmer.

Second, Java Virtual Machine will verify the bytecode in run time.

The Java run-time can never tell whether bytecodes were generated by a “trustworthy” compiler. Therefore, it must verify that they meet all the safety requirements.

Before running any bytecodes, Java Virtual Machine subjects them to a rigorous series of tests that vary in complexity from simple format checks all the way to running a theorem prover, to make certain that they are playing by the rules. These tests verify that the bytecodes do not forge pointers, violate access restrictions, access objects as other than what they are, (InputStreams are always used as InputStreams, and never as anything else), call methods with inappropriate argument values or types, or overflow the stack.

Third, the class loader.

When a new class is loaded into the system, it is placed into one of several different “realms.” In the current release, there are three possible realms: local computer, the firewall-guarded local network on which computer is located, and the Internet. Each of these realms is treated differently by the class loader.

In particular, the class loader never allows a class from a “less protected” realm to replace a class from a more protected realm. The file system’s I/O primitives are all defined in a local Java class, which means that they all live in the local-computer realm. Thus, no class from outside computer (from either the supposedly trustworthy local network or from the Internet) can take the place of these classes and “spoof” Java code into using “bad” versions of these primitives. In addition, classes in one realm cannot call upon the methods of classes in other realms, unless those classes have explicitly declared those methods public. This implies that classes from other than the local computer cannot even see the file system I/O methods, much less call them, unless the system owner wants them to.

In addition, every new applet loaded from the network is placed into a separate package-like name space. This means that applets are protected even from each other! No applet can access another’s methods or variables without its cooperation. Applets from inside the firewall can even be treated differently from those outside the firewall.

The class loader essentially partitions the world of Java classes into small, protected little groups, about which we can safely make assumptions that will always be true. This type of predictability is the key to well-behaved and secure programs.

Now let’s see the full lifetime of a method. It starts as source code on some computer, is compiled into bytecodes on some computer, and can then travel (as a “xxx.class” file) into any file system or network anywhere in the world. When we run an applet in a Java-capable browser (or download a class and run it by hand using “java” command), the method’s bytecodes are extracted from its “xxx.class” file and carefully looked over by the verifier. Once they are declared safe, the interpreter can execute them for us (or a code generator can generate native binary code for them using either the “just-in-time” compiler or java2c, and then run that native code directly).

Fourth, the Security Manager

At each stage, more and more security is added. The final level of the security is the Java class library itself, which has several carefully designed classes and APIs that add the final touches to the security of the system. SecurityManager is an abstract class that was recently added to the Java system to collect all the security policy decisions that the system has to make as bytecodes run. 

An instance of some subclass of SecurityManager is always installed as the current security manager. It has complete control over which of a well-defined set of “dangerous” methods are allowed to be called by any given class. It takes the realms from the last section into account, the source of the class, and the type of the class. Each of these can be separately configured to have the effect the programmer. For nonprogrammers, the system provides several levels of default security policies.

What is this “well-defined set” of methods that are protected? File I/O is a part of the set, for obvious reasons. Applets, by default, can open, read, or write files only with the express permission of the user—and even then, only in certain restricted directories. Also in this protected set are the methods that create and use network connections, both incoming and outgoing. The final members of the set are those methods that allow one thread to access, control, and manipulate other threads. Of course, additional methods can be protected as well, by creating a new subclass of SecurityManager that handles them.

For both file and network access, the user of a Java-capable browser can choose between three realms and one subrealm of protection: 

· Unrestricted: allows applets to do anything

· Firewall: allows applets within the firewall to do anything

· Source: allows applets to do things only with their origin Internet host, or with other applets from there

· Local: disallows all file and network access
For file access, the source subrealm is not meaningful, so it really has only three realms of protection. 

For network access, we can imagine wanting many more realms. For example, we might specify different groups of trusted domains (companies), each of which is allowed added privileges when applets from that group are loaded. Some groups can be more trusted than others, and we might even allow groups to grow automatically by allowing existing members to recommend new members for admission. In any case, the possibilities are endless, as long as there is a secure way of recognizing the original creator of an applet.

In fact, the Java run-time goes far out of its way to be sure that that origin information is never lost—any executing method can be dynamically restricted by this information anywhere in the call chain. 

Because what we’d really like to be able to do is permanently “tag” an applet with its original creator, its true origin, and no matter where it has traveled, a browser could verify the integrity and authenticate the creator of that applet. Just because we don’t know the company or individual that operates a particular server machine doesn’t mean that we want to mistrust every applet stored on that machine. It’s just that, currently, to be really safe, we should mistrust those applets.

If somehow those applets were irrevocably tagged with a digital signature by their creator, and that signature could also guarantee that the applet had not been tampered with.

Despite the best efforts of the Java engineers, there is always a trade-off between useful functionality and absolute security. Java applets can create windows, an extremely useful capability, but a “hostile” applet could use this to spoof the user into typing private password information, by showing a familiar program (or operating system) window and then asking an expected, legitimate-looking question in it. 

Flexibility and security can’t both be maximized. 

10. Java Virtual Machine Security Holes

Brown Orifice Attack
On August 3rd, 2000, a person calling himself Dan Brumleve released a Java Applet with source code that utilizes two distinct security flaws in the Netscape Java Virtual Machine and core classes. His attack applet turns any Netscape version 4.x browser, that downloads and runs the applet, into a web server that anyone online can access. It is known as “Brown Orifice” attack This malicious applet includes the ability to view, modify, and delete any of the files advertised (i.e. visible and accessible) by this new and unintentionally created applet web server. What differentiates this attack from others is that almost 1,000 computers were infected before Netscape issued a security bulletin. It was discovered that the Sun Java Virtual Machine for Java 1 suffered from a security flaw that would allow a malicious user to connect to hosts other than the one that the applet came from. The Java 2 Virtual Machine from Sun Microsystems is not vulnerable because the flaw has been fixed. It was also determined that the core classes used by Netscape suffered from the second security flaw which allowed files to be read, written, and modified on the client machine. Not all vendor Java Virtual Machine and core classes had these vulnerabilities. 
Details of These Two Flaws
The first of the two flaws, which allows an applet to open and close network connections with hosts other than the origin host, from which the applet itself was downloaded, is not strictly speaking a flaw in the virtual machine itself, but rather an implementation bug in the core classes supplied with the Netscape and Sun Virtual Machines. According to the Java Security Model, the core classes are supposed to check with the virtual machine’s Security Manager before performing any "dangerous" operation. Indeed, all three major Java Virtual Machines perform this check and consider opening and closing network connections a "dangerous" operation. The Brown Orifice exploit avoids the Security Manager check by overloading two methods present in the core classes, ServerSocket.open( ) and Socket.open( ). If the two core classes with these methods were implemented correctly, this would be caught by the Security Manager and a security exception thrown, but the core Java classes in the susceptible virtual machines assume that ServerSocket.open( ) and Socket.open( ) are trustable and therefore do not need to be checked with the Security Manager, even though these two methods might have been overloaded. This allows an applet to create a ServerSocket or Socket and communicate with hosts other than the origin server as well as allowing the applet to become a server on a local port. This flaw alone does not allow the server to advertise files on the client system; it simply allows the applet to accept http connections from client machines.

The second flaw, which allows an applet to read/modify/delete files on the client machine, is a flaw in the Security Manager of Netscape’s Java Virtual Machine. When a Java Applet attempts to open a URLInputStream or URLConnection, the core class asks the Security Manager if the applet has the privilege to open a connection with the specified URL. When the Netscape Security Manager is presented with a URL specifying a local path that has been constructed in a certain way, the Security Manager incorrectly says that the applet has the privilege to open the connection. This leads to the ability of an applet to read/modify/delete files on the local machine.

These two flaws are used together by Brown Orifice to turn the client browser into an http server that allows almost anyone in the world to read/modify/delete files residing on the client (turned server) machine.

11. Dealing with Malicious Applets

What malicious Applets usually can do

The form of attack that is used the most against a system using Java is the “Trojan horse” attack. There are three broad classifications of malicious behavior:

· Denial of service
· Compromising the information integrity

· Disclosure of information 

Denial of Service

Denial of service is that some resource of the system that we were depending on is no longer available to us. This can range from simply crashing the computer to just eating up all the CPU time and slowing a machine to a incredibly low speed. An applet asks a user to store some configuration information on the hard disk. The applet can write one very large file, however, filling up the disk and preventing the user from saving other work. 

Consider this: once a person click on that button he doesn’t know what that applet is doing. Is the applet really loading an image, or is it trying to calculate Pi to the last digit until forever? 

Compromising Information Integrity

This is a more insidious attack. What is it worth to a user to make sure that information remains as accurate as it was when he entered it? Consider, for example, a user’s personal budget. What if a hostile program modified the balance of his checking account? 

Disclosure of Information

Another serious attack is disclosure of information. Assuming the computer is hooked to the Internet, a malicious program might send the information to the others. The program could use e-mail or communicate with an Internet server.
Detecting malicious code is a challenging job, and the followings are ways to find, detect or prevent malicious codes. 

Java Virtual Machine’s Capability to Stop “Attack” Applets 

These potential attack are stopped by the Java Virtual Machine at run time.

	Potential “Dangerous” Method
	Property that Prevents the Attack

	 Simply accesses credit.cardNumber
	All access restrictions are properly followed. Because Credit.class declared cardNumber to be type private, access is denied.

	Attack creates a class FakeCredit.class which also has a field cardNumber, but makes cardNumber in FakeCredit.class public. Then, attack tries something like this: getNumber =((FakeCredit)credit).cardNumber;
	Applets cannot forge pointers and must always use pointers correctly. The attempt to recast the pointer credit to a pointer of type FakeCredit is not allowed. 

	Attack.class creates a memory pointer that points directly to the storage that credit.cardNumber uses. 
	Applets must use pointers. Because no alternative mechanisms exist to access an object’s fields, the creation of a “memory pointer” will not succeed in accessing credit.cardNumber. 


The first implication is that when the credit card number is stored in a private location, it is protected from all kinds of attacks: unauthorized disclosure, unauthorized modification, and so on.

Digital Signatures

Another way to avoid malicious code is to only run applets that are written without malicious intent. Although we can’t quickly and accurately determine the intent of a program, if we can be one-hundred percent guaranteed that the applet was coming from a trusted source, we know the program was not written with malicious intent. However, we must also guarantee that the code was not modified after it was released from the trusted source.

Crypto-seals or digital signatures allow this by detecting if any changes have been made once the trusted source signed the applet. Digital signatures even detect if the applet was modified en route to our workstation from the server.

Software Engineering

Simple errors are a common source of security vulnerabilities. It is exactly these kinds of vulnerabilities that were found in the early versions of the HotJava web browser system libraries. One of the biggest effects on good software engineering is going to be the near random combination of all the applets as people borrow prewritten code fragments and add them to their applications. In the past, people have focused on making their programs work, not on making them secure. There is no reason to believe that will change because of Java. 

Risk Analysis

We have talked about some of the potential vulnerabilities. To figure out the risk a person must answer several questions:

· Do I have anything to protect from disclosure or unwanted modification? 

· Is my system so critical that a denial of services attack must be avoided? 

· Is anyone out there trying to get me or my information? 

· What is the cost of a compromise? 

Most people running personal computers out of their homes will probably decide that Java is worth the risk because it saves them time downloading and running software and saves them money. 

Organizations are faced with tougher choices.

Security for Organizations

Java is a wonderful tool, but there are lots of security considerations. These considerations are much more important for organizations.

As organizations become more interconnected, their need to be connected grows. The trend in the past for many organizations has been to introduce the technology without analyzing its effect on the organization. As a result, the ways that information flows through an organization grows. 

Going back to less connected systems with fewer functions is almost impossible for these organizations. Nowhere is this more apparent than in Java. Java brings easy-to-use interfaces that run on a wide variety of platforms. 

Many of the final security decisions reside with the end user. Organizations can have several alternatives for reducing the risk.

Isolating the Organization’s Java Capability

The first alternative is to isolate the corporate network from the Internet. The firewall must stop all requests for Java applets. If someone needs an applet from the Internet, they can request an administrator to go get it. The administrator evaluates the applet, tests it, and then installs it on the internal net. This reduces the risk of getting a malicious applet for the following reasons:

· Number of applets is greatly reduced because only needed applets are brought in 

· The administrator only gets applets from a trusted source 

· The administrator reviews the applet
The threat is not eliminated, however, because the malicious code inside an applet could be hidden. The malicious Java applet may still be able to e-mail home. However, the risk is greatly reduced.

Network Separation

Another approach is completely separating the corporate network from the Internet. Internet workstations would be on a separate net. When Java applets are needed, employees go to the Internet workstations that have full Java access. This approach is inconvenient, but very secure because there is no sensitive data on the Java net.

Advanced Firewall Protection

Could in the future Java applets be checked at the firewall? The check would be to ensure that the applet had been digitally signed by someone the organization trusts. If the applet was not signed, or if the applet was tampered with, the applet is rejected. The advantage of this approach is that the approach is much easier to administer. 

Users may still sneak applets past the firewall, but the Java verify could be modified to require valid digital signatures as well. Then, even local applets must be approved before they can be executed.  

12. Current Offerings of Java Virtual Machine

There are some current popular offerings of Java Virtual Machine, such as Microsoft Java Virtual Machine, Netscape Java Virtual Machine, and Sun Java Virtual Machine. All these Java Virtual Machines implement Java core class packages and their own specific class packages. IBM also have Java Virtual Machine integrated into their operating system.

13. Final Words

Java Virtual Machine plays a very important role in making Java so popular. With the development of Java Virtual Machine, it is more and more like a small operating system, or a standard component of an operating system.

14. Reference Sites:
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