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Abstract

Real-Time scheduling is one of the most active areas of research in computer science. In this paper, we briefly outlined the structure of real-time systems, clarified a few basic concepts, then focused on some scheduling theories both in uniprocessor and multiprocessor system. We have reviewed the impacts of shared resources and overloads on the scheduling results, proposed some possible solutions, and described a few scheduling problems in multiprocessor systems. 

1.Introduction
A real Time System (RTS) is a computer-controlled mechanism in which there are strict timing constraints on the computer’s actions. In another words, the correctness of the system depends not only on the logical result of computation, but also on the time at which the results are produced. Such systems can be as simple as an alarm clock or can be the most complex systems built (or considered), such as the once-planned strategic defense initiative missile defense system. 

A RTS consists of four parts: Physical process ( which is controlled by the computer for some productive end); Sensors (Converts state of physical process into information analog or digital); Computer (Based on information from sensors, deduces state of physical process and issues commands to control the process) and Actuators(In response to commands issued computer, modifies the physical process). 

RTSs have five characteristics:1). Determinism: An operating system is deterministic to the extent that it performs operations at fixed, predetermined times or within predetermined time intervals. The extent to which an operating system can deterministically satisfy requests depends first on the speed with which it can respond to interrupts and, second, on whether the system has sufficient capacity to handle all requests within the required time. 2). Responsiveness: Responsiveness is concerned with how long, after acknowledgment, it takes an operating system to service the interrupt. 3). User control: In real-time system, the user should be able to distinguish between hard and soft tasks and to specify relative priorities within each class. A real-time system may also allow the user to specify such characteristics as the use of paging or process swapping, what processes must always be resident in main memory, what disk transfer algorithms are to be used, what rights the processes in various priority bands have and so on. 4). Reliability: Reliability is typically far more important for real-time systems than non-real-time systems, because a real-time system is responding to and controlling events in real time, loss or degradation of performance may have catastrophic consequences, ranging from financial loss to major equipment damage and even loss of life. 5). Fail-soft operation: the ability of a system to fail in such a way as to preserve as much capability and data as possible.

Because the time-constraint is an important factor for all RTSs, based on the extent of this importance, RTS can be divided further into two categories: 1). Hard-Real-Time system  which must meet its deadline, otherwise it will cause undesirable damage or a fatal error to the system. 2). Soft-Real-Time System, which has an associated deadline that is desirable but not mandatory, it still makes sense to schedule and complete the task even if it has passed its deadline. We will focus on the Hard-Real-Time system.

To find the optimal solution for a HRTS has always been the goal of designers, and thanks to their continuing efforts, we do have lots of achievements. But due to the complex environment, so many unknown factors and critical requirements, theoretically optimal solutions have hardly been proven satisfying in reality. Here, we'd like to give you an overview of this on a specific topic of this area: Scheduling. 

 The scheduling theory literature is so vast that we can't pretend to be too comprehensive, this article will present a few classical scheduling theories and their implications. These results rarely provide direct solutions, but they do provide insight in choosing a good system design and scheduling algorithm and avoiding poor or erroneous 

choices. Besides learning those theories, we hope readers should also answer the following questions:  

What do we really know about earliest deadline scheduling?

What is known about uniprocessor real-time scheduling problems?

What is known about multiprocessing real-time scheduling problems?

What is the impact of overloads on the scheduling results? 

What different results exist for static and dynamic scheduling?

The scheduling problem has so many dimensions that it has no accepted taxonomy. We divide scheduling theory between uniprocessor and multiprocessor results. In the uniprocessor section, we begin with two famous algorithms and then consider shared resources and overload. In the multiprocessor section, we divide the work between static and dynamic algorithms. A scheduling algorithm is a set of rules that determine the task to be executed at a particular moment. 
2.Terminologies 

First, we need to clarify a few basic concepts. These include the differences between static, dynamic, off-line, and on-line scheduling; definitions for periodic, aperiodic tasks and optimal scheduling algorithm. [3]
Static versus Dynamic Scheduling
Most classical scheduling theory deals with static scheduling. In static scheduling, the scheduling algorithm has complete knowledge of the task set and its constraints, such as deadlines, computation times, precedence constraints, and future release times. This set of assumptions is realistic for many real-time systems. For example, a simple laboratory experiment or a simple process-control application might have a fixed set of sensors and actuators and a well-defined environment and processing requirements; the static scheduling algorithm operates on this set of tasks and produces a single schedule that is fixed for all time. 

A dynamic scheduling algorithm has complete knowledge of currently active tasks, but new task activations, not known to the algorithm when it is scheduling the current set, may arrive. Therefore, the schedule changes over time. For example, teams of robots cleaning up a chemical spill or military command and control applications require dynamic scheduling, but as we will see, there are few known results for real-time dynamic scheduling algorithms. 

Off-line versus On-line Scheduling
In building a real-time system, off-line scheduling analysis should always be done, regardless of whether the final runtime algorithm is static or dynamic. In many real-time systems, designers can identify the maximum set of tasks with their worst-case assumptions and apply a static scheduling algorithm to produce a static schedule. This schedule is then fixed and used on line with well-understood properties such as, given that all assumptions remain true, all tasks will meet their deadlines. In other cases, the off-line analysis might produce a static set of priorities to use at runtime. The schedule itself is not fixed, but the priorities that drive it are fixed.

If the real-time system is operating in a more dynamic environment, meeting the assumptions of static scheduling is not feasible. In this case, designers choose an algorithm and analyze it off line for the expected dynamic environmental conditions. Usually, they can make less precise statements about the overall performance. On line, this same dynamic algorithm executes. 
Other terms
 


An aperiodic task has a deadline by which it must finish or start, or it may have a constraint on both start and finish time. In the case of a periodic task, the requirement may be stated as "once per period T" or "exactly T units apart". 


A scheduling algorithm is feasible if the tasks are scheduled so that no overflow ever occurs. And an optimal scheduling algorithm is the one that may fail to meet a deadline only if no other scheduling algorithm can meet it.  

3.Uniprocessor Systems

Types of scheduling

1). Long-term scheduling: The decision to add to the pool of processes to be executed. It   is performed when process is created.

2). Medium-term scheduling: The decision to add to the number of processes that are partially or fully on main memory (swapping).

3). Short-term scheduling: The decision as to which available process will be executed by the processor, other word is which process to execute next.

4). I/O scheduling: The decision as to whch process’s pending I/O request shall be handled by an available I/O device
Scheduling Algorithms


Many basic algorithms and theoretical results have been developed for uniprocessor scheduling. A number of these are based on earliest deadline or rate-monotonic scheduling and have been extended to handle precedence and resource sharing. For understandings, here we'd like to introduce these two algorithms in detail based on their prototypes raised in the well-known paper of Liu and Layland. Both two are preemptive and priority driven algorithms. [1]
Rate-Monotonic Scheduling


This is a fixed priority (static) scheduling algorithm and is widely used in today's commercial systems. 

Environment: 

1. The requests for all tasks for which hard deadlines exist are periodic, with   

      constant interval between requests; 

2. Deadlines consist of run-ability constraints only;

3.   Run-time for each task is constant for that task and does not vary with time.

Rule: Priorities are assigned to tasks according to their request rates, independent of their run-times. Tasks with higher request rates will have higher priorities. 

Theorem 1: If a feasible priority assignment exists for some task set, the rate-monotonic 

        priority assignment is feasible for that task set.

Proof
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Let's consider the case of scheduling two tasks (1 and (2, T1 and T2 be the request periods of the tasks, with T1< T2. 

If we give the higher priority to task (1 (as Figure A), then the following inequality must be satisfied:

(T2/T1( C1 + C2  <= T2



(1)







       If we let (2  be the higher priority task, then, the following inequality must be satisfied:




C1 + C2 <=T1



          (2)

Since 



(T2 / T1( (C1 +C2) <= (T2 /T1( T1 <=T2


(x( denotes the largest integer smaller than or equal to x.

(2) implies (1). In other words, whenever the T1 <T2 and C1 ,C2 are such that the task schedule is feasible with (2 at higher priority than (1, it is also feasible with  (1 at higher priority than  (2, but the opposite is not true.


Let's apply this to a set of m tasks with a certain feasible priority assignment. Let (i and (j  be two tasks of adjacent priorities in such an assignment with (i being the higher priority one, suppose that Ti >Tj. let us interchange the priorities of (i and (j. From the above, we know the resultant priority assignment is still feasible. Since the rate-monotonic priority assignment can be obtained from any priority ordering by a sequence of pairwise priority reorderings as above, the theorem is proved.
Theorem 2: A set of n independent, periodic jobs can be scheduled by the rate-monotonic policy if 

where Ti and pi are the period and worse-case execution time, respectively.


For large n we obtain a 69 percent utilization bound, meaning that as long as CPU utilization is less than 69 percent, all tasks will make their deadlines. This is often referred to as the schedulability test. However, if periodic task deadlines can be less than the period, the above rule is no longer optimal. This scheme is optimal in the sense that if any static priority scheme can schedule this set of periodic processes, then the rate-monotonic algorithm can. This algorithm has also been extended in many ways, the most important deals with shared resources (will be discussed below).


The rate-monotonic scheduling algorithm has been chosen for the Space Station Freedom Project and the FAA Advanced Automation System(AAS). System designers say they can use this theory to predict whether task deadlines will be met long before the costly implementation phase of a project begins. In 1992, the Acting Deputy Administrator of NASA stated, "Through the development of Rate Monotonic Scheduling,  we now have a system that will allow [Space Station] Freedom's computers to budget their time, to choose between a variety of tasks, and decide not only which one to do first but how much time to spend in the process. " Rate monotonic is also useful for simple applications, such as real-time control of a simple experiment with 20 sensors whose data must be processed periodically of a chemical plant with many periodic tasks and few alarms. These alarms can be treated as periodic tasks whose minimum interarrival time is equal to its period; then static scheduling, using the rate-monotonic algorithm, can be applied. 

Earliest-Deadline-First Scheduling


This is a dynamic scheduling algorithm , in contrast to a static assignment in which priorities of tasks do not change with time. [1]
Rule: A task will be assigned the highest priority if the deadline of its current request is the nearest, and will be assigned the lowest priority if the deadline of its current request is the furthest.

Theorem 3: Any sequence that at any instant schedules the job with the earliest due date among all the eligible jobs(that is, those whose release time is less than or equal to the current time)  is optimal with respect of minimizing maximum lateness.

Actually minimizing the maximum lateness does not necessarily prevent one, many, or even all tasks from missing their deadlines (See Figure C below).

The first schedule minimizes the maximum lateness, but all tasks miss their deadline.




The second schedule has a greater maximum lateness, but four tasks out of five complete before their deadline.

However, when the maximum lateness is required to be less than or equal to zero, all deadlines are met. So earliest-deadline-first scheduling is useful when such requirement is reached.

Theorem 4: For a given set of m tasks, the earliest-deadline-first scheduling algorithm is feasible if and only if  ( C1/T1 ) + (C2/T2) + … + (Cm/Tm) <= 1.


This theorem gives a very simple necessary-and-sufficient condition for task schedulability. It shows this algorithm is optimum in the sense that if a set of tasks can be scheduled by any algorithm, it can be scheduled by the earliest-deadline-first scheduling algorithm. In Liu and Layland's paper, they also proved that scheduling a set of independent periodic processes by earliest-deadline-first algorithm, full processor utilization is always achievable.


The EDF algorithm has also been shown to be optimal under various stochastic conditions. All of these results imply that EDF works well under many different situations. EDF variations are now being used in multimedia applications, robotics, and real-time databases. However, none of the above classical EDF results allows for precedence constraints, shared resources, or overloads.
Shared Resources


Multitasking applications commonly share resources. In general-purpose systems, resource sharing can be accomplished by, for example, mutual exclusion primitives, but in teal-time systems, a straightforward application of this solution does not hold. [3]Defining a runtime scheduler as totally on line if it has no knowledge about the future arrival times of the tasks, the following has been proven: When there are mutual exclusion constraints, it is impossible to find a totally in-line optimal runtime scheduler. A much more negative result has shown that: The problem of deciding whether it is possible to schedule a set of periodic processes that use semaphores only to enforce mutual exclusion is NP-hard. (NP is the class of all decision problems that can be solved in polynomial time by a nondeterministic machine. A recognition or optimization problem R is NP-hard if all problems in NP are polynomial transformable to R, but we can't show that


The reason for the NP-hardness of the above scheduling problem lies in the possibility that there are mutually exclusive scheduling blocks which have different computation times. The idea is that because of the non-preemption, scheduling a task at a certain point in time could force some other later task to miss its deadline.  

At this point, several choices are possible. One, called kernelized monitor, is to assign the processor in time quantums of length q such that q >= maxi { l(CSi)} where l(CSi) is the length of the ith critical section. In other words, system granularity is increased. Furthermore, ready times and deadlines can be previously modified according to some partial order on tasks. Adjusting the EDF scheduler with the forbidden-region technique, the theorem can be proven: If a feasible schedule exists for an instance of the process model with precedence constraints and critical sections, then the kernelized monitor scheduler can be used to produce a feasible schedule.

Baker introduced the stack resource protocol, which handles a general situation that allows multiunit resources, both static and dynamic priority schemes, and sharing of runtime stacks. The protocol relies on two conditions: [7]
·  To prevent deadlocks, a job should not be permitted to start until the resources currently available are sufficient to meet its maximum requirements.

·   To prevent multiple priority inversions, a job should not be permitted to start until the resources currently available are sufficient to meet the maximum requirement of any single job that might preempt it. 


The idea is to block a job early if there is any chance of either deadlock or priority inversion. This earlier blocking saves unnecessary context switches and permits simple, efficient implementation by means of a stack. 


In summary, dealing with shared resources is of utmost importance in a real-time system. The classical methods are good for handling uniprocessor resources, but many researchers fell these techniques do not work well in multiprocessors or distributed systems. 
Overload and value

EDF is optimal with respect to different metrics, but experiments show that these algorithms perform very poorly in overload conditions. That's because they give the highest priority to processes that are close to missing their deadlines. 


A typical phenomenon that may happen with EDF when the system is overloaded is the "domino effect", since the first task that misses its deadline may cause all subsequent tasks to miss their deadlines. In such a situation, EDF does not provide any type of guarantee on which tasks will meet their timing constraints. This is a very undesirable behavior in practical systems, since in real-world applications intermittent overloads may occur due to exceptional situations, such as modifications in the environment, arrival of a burst of tasks, or cascades of system failures. As a real world example, this situation could cause a flexible manufacturing application to produce no completed products by their deadlines. 


To gain control over tardy tasks in overload conditions, we usually associate a value with each task that reflects its importance within the set. A heuristic proposed in the Spring project combined deadline- and cost-driven algorithms with rules to dynamically revise values and deadlines in accordance with precedence relations. A number of heuristic EDF algorithms have also been proposed to deal with EDF overloads, thus improving the performance of EDF.

Summary of uniprocessor results
Real-time system designers have a wealth of information concerning uniprocessor scheduling, but they need more results on overload and fault-tolerant scheduling. We also need to name a few issues-- a more integrated, comprehensive scheduling approach that address periodic and aperiodic tasks, preemptive and nonpreemptive tasks in the same system, tasks with values, and combined CPU and I/O scheduling. For example, the A-7E aircraft's operational flight program, which has 75 periodic and 172 aperiodic processes with significant synchronization requirements, could use rate-monotonic extensions that integrate periodic and aperiodic tasks. 
4.Multiprocessor Systems 


Multiprocessors have emerged as a powerful computing means for real-time applications, such as avionic control and nuclear plant control, because of their capability for high performance and reliability. The problem of multiprocessor scheduling is to determine when and on which processor a given task executes. Unfortunately, we know less about real-time scheduling for multiprocessor-based systems than for uniprocessors, because of complexity results and our minimal experience with such systems. For example, as we already know, in the uniprocessor case, the condition U<=1 is both necessary and sufficient for feasible scheduling of a set of periodic tasks. However, optimal preemptive schedules for the general case of n processors are still open. In fact, most of scheduling problems in multiprocessor systems are NP-hard and hence, there is a need for heuristics or approximation techniques. Again, this can be done either statically or dynamically.

Static Scheduling


Efficient scheduling algorithms to schedule a set of tasks in multiprocessor systems have been shown in some papers frequently. However, most of them are optimal only when the task set satisfies certain conditions and assumptions. Let's see one of them briefly, claimed in Khemka's paper. [5]
Environment:

1. Each task must be completed before the next request for it occurs.

2. Requests for tasks are periodic, with constant interval between requests.

3. Tasks are independent.

4. Computation time for each task is constant.

Let (={(1, (2,..., (m} be a set of m periodic tasks with computation times { C1, C2, ..., Cm}, and periodicity { D1, D2, ..., Dm}, respectively. The kth, k>=1, instance of a task (i must be computed in full between the time units (k-1)*Di and k*Di. The time interval is divided into simple blocks of equal length T each such that exactly one instance of each task remains active in each block.  A compound block consists of one or more consecutive simple blocks. Khemka attempted to partition the total computation requirement of a task into its average requirement in one or more compound blocks within the deadline of the tasks. Ni(f) denotes the average requirement of a task (i in a compound block of size f.

Rule: The algorithm selects the least indexed available processor by taking the least of the values of ib (the processor) from among the simple block of the compound block under consideration. The selected simple block is the least indexed simple block such that the processor indexed ib is available in it. In each compound block, the algorithm selects the least indexed simple bolck corresponding to the least indexed eligible processor for scheduling a task. The task (i is allotted less than T ( where T= GCD{D1,D2,...,Dm}, GCD: greatest common divisor) time units in any simple block, so as not to violate constraint. If the processor ib becomes full in the simple time block b, the algorithm advances to the next processor for scheduling tasks in the time block b. The next compound block is considered for scheduling task (i only when the full requirement Ni(f) of the task in the current compound block has been fully met. 


This algorithm is shown to be optimal in the sense that it constructs a feasible, preemptive schedule of a set of m periodic tasks on n uniform processors, whenever the tasks set satisfies the necessary condition for feasible scheduling on n processors (that is, its utilization factor, U, is less that or equal to n) and is such that for any pair of tasks ( (i,(j) , (i ((j, at least one of the following two conditions is satisfied.

C1.        Di is a factor of Dj;

C2.        GCD( Di, Dj ) * Ci / Di and GCD( Di, Dj ) * Cj / Dj are both integers.

Actually, in McNaughton's paper, [4] theorem has shown that for any instance of the multiprocessing scheduling problem with P identical machines, preemption allowed, and minimizing the weighted sum of completion times, there exists a schedule with no preemption for which the value of the sum of computation times is as small as for any schedule with a finite number of preemptions. Here we see that, for a given metric, there may be no advantage to preemption. However, to find such a schedule with or without preemption is NP-hard. 

Dynamic multiprocessor scheduling 


Dynamic scheduling algorithms can be either distributed or centralized. In a distributed dynamic scheduling scheme, tasks arrive independently at each processor. When a task arrives at a processor, the local scheduler at the processor determines whether or not it can satisfy the constraints of the incoming task. The task is accepted if they can be satisfied, otherwise, the local scheduler tries to find another processor which can accept the task. In a centralized scheme, all the tasks arrive at a central processor called the scheduler, from where they are distributed to other processors in the system for execution. The communication between the scheduler and the processors is through dispatch queues. Earliest-Deadline-First scheduling, which works well in uniprocessor systems, is not optimal any more in the multiprocessor case.

Theorem: For two or more processors, no deadline scheduling algorithm can be optimal without complete a prior knowledge of deadlines, computation times, and task start time. [2]
It was shown in Mok's paper that there does not exist an algorithm for optimally scheduling dynamically arriving tasks with or without mutual exclusion constraints on a multiprocessor system. Recently, many heuristic scheduling algorithms have been proposed to dynamically schedule a set of tasks with computation times, deadlines, and resource requirements. It is especially valuable to be able to create algorithms that operate with levels of guarantee.  However, all these heuristics, whether preemptive or nonpreemptive, are fairly expensive in terms of absolute on-line computation time compared to very simple algorithms such as EDF. They sometimes require additional hardware support in terms of a scheduling chip. 

Multiprocessing anomalies

Theorem:  For the stated problem, changing the priority list, increasing the number of processors, reducing execution times, or weakening the precedence constraints can increase the schedule length. [6]



           Initially, it's counter intuitive to think that adding resources (i.e. an extra processor ) or relaxing constraints (less precedence among tasks or fewer execution time requirements) can make things worse. But that's the insidious nature of timing constraints and multiprocessing scheduling. An example is shown on Figure D, when the time required for the first task 1 on the first processor is reduced. This means that the second task 2 on that processor can begin earlier. However, doing this may now cause some task 4 on another processor to block over a shared resource and miss its deadline. If 2 had not executed earlier, then no blocking would have occurred, and all tasks would have made their deadlines because it was originally an optimal schedule.  
Summary of multiprocessor results

Most multiprocessor scheduling problems are NP, but for static scheduling this is not a major problem. Many heuristics perform well in the average case and only deteriorate to exponential complexity in the worse (rare) case. Good design tools would allow users to provide feedback and redesign the task set to avoid the rare case. So the static multiprocessor scheduling problem is largely solved in the sense that we know how to proceed.


Dynamic multiprocessing scheduling must rely on heuristics and would be substantially helped by special scheduling chips. Any such heuristics must avoid the above anomalies. Better results for operation in overloads, better bounds that account for typical a priori knowledge found in real-time systems, and algorithms that can guarantee various performance levels are required. Dynamic multiprocessing scheduling is in its infancy.

5.Conclusion 

Process scheduling is an important issue in the design and maintenance of Hard-Real-Time systems. The primary objective of scheduling is to provide a feasible process allocation and sequencing in order to meet deadlines and achieve high resource utilization. As we have shown, classical scheduling theory does provide a basic set of results for real-time system designers. Many results are known for uniprocessors, but unfortunately, for multiprocessors, we need new results that deal more directly with relevant metrics and realistic task characteristics. 
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Task 2 and Task 4 share the same resource in exclusive mode





Tasks are statically allocated: Task 1 and Task 2 on processor 1; Task 3, Task 4 and Task 5 on processor 2.
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