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UNIX FILE SYSTEM

-- An important feature of UNIX system

About UNIX

UNIX is an operating system.  The job of an operating system is to orchestrate the various parts of the computer -- the processor, the on-board memory, the disk drives, keyboards, video monitors, etc… to perform useful tasks.  The operating system is the master controller of the computer, the glue that holds together all the components of the system, including the administrators, programmers, and users. 

UNIX was created in the late 1960s in an effort to provide a multiuser, multitasking system for use by programmers.  The philosophy behind the design of UNIX was to provide simple, yet powerful utilities that could be pieced together in a flexible manner to perform a wide variety of tasks. 

· A wide and growing range of applications is available in UNIX.  UNIX provides a range of tools that can be combined and manipulated to perform such a wide variety of jobs that users of the system can very often carry out sophisticated tasks without writing programs in a programming language. 

There are many different versions of UNIX in the market, as well as some UNIX 'lookalikes'.  The most widely used are: 

· System V (distributed by the original developers, AT&T)

· AIX (IBM)

· Berkeley BSD (from the University of California, Berkeley)

· SunOS, now known as Solaris (from the makers of Sun workstations)

· Xenix (a PC version of UNIX) 

· The UNIX operating system comprises three important features: a kernel, the shell and a file system.

UNIX File System

All the stored information on a UNIX computer is kept in a file system.  A file system is a logical method for organizing and storing large amount of information in a way that makes it easy to manage.

Most UNIX machines store their files on magnetic disk drives.  A disk drive is a device that can store information by making electrical imprints on a magnetic surface.  One or more heads skim close to the spinning magnetic plate, and can detect, or change, the magnetic state of a given spot on the disk.  The drives use disk controllers to position the head at the correct place at the correct time to read from, or write to, the magnetic surface of the plate.  It is often possible to partition a single disk drive into more than one logical storage area.

Major parts of a UNIX file system
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A UNIX file system has four major parts: 

1. Boot block 

The first block (block 0) on a disk is the boot block, containing the boot loader’s address and partition information. 

2. Superblock 

The supervisory organization of the system is provided by the superblock which is the second block on each partition of a disk that contains a file system.  The superblock holds global information about the rest of the system, so it is the master record keeper. 

Superblock provides the following information: 

· Total size of the file system (in blocks) 

· Number of blocks reserved for i-nodes 

· Name of the file system 

· Device identification 

· Date of the last superblock update 

· Head of the free-block list, which contains all of the free blocks (the blocks available for allocation) in the file system.  When new blocks are allocated to a file, they are obtained from the free-block list.  When a file is deleted, its blocks are returned to the free-block list. 

· List of free i-nodes, which is the partial listing of i-nodes available to be  

3. allocated to newly created files

4. I-Node blocks 

A group of blocks follow the superblock are i-node blocks.  Each of these blocks contains a number of i-nodes.  An i-node is a complex structure that provides the necessary flexibility to track the changing file system.  The i-nodes contain the information necessary to get information from the storage device, which typically communicates in fixed-size disk blocks.  Each i-node has an associated i-number.  An i-node describes an individual file in the file system.  There is one i-node for each possible file in the file system.  File systems have a maximum number of i-nodes; therefore there is a maximum number of files that a file system can contain.  The maximum number of i-nodes depends on the size of the file system. 

· The first i-node (i-node 1) on each file system is unnamed and unused.  The second i-node (i-node 2) must correspond to the root directory for the file system.  All other files in the file system are under the file system's root directory.  After i-node 2, the user can assign any i-node to any file.  The user can also assign any data block to any file.  The i-nodes and blocks are not allocated in any particular order. 

If an i-node is assigned to a file, the i-node can contain the following information:  
· File types

The possible types are ordinary files, special device files, named pipes and etc… 
· File owner 

The i-node contains the user and group identification numbers that are associated with the owner of the file. 

· Protection information 

Protection information specifies read, write, and execute access for the file owner, members of the group associated with the file, and others.  The protection information also includes other mode information specified by the chmod command. 

· Link count 

A directory entry (link) consists of a name and the i-number (i-node number) that represents the file.  The link count indicates the number of directory entries that refer to the file.  A file is deleted if the link count is zero; the file's i-node is returned to the list of free i-nodes, and its associated data blocks are returned to the free-block list. 

· Size of the file in bytes 

· Last file access date 

· Last file modification date 

· Last i-node modification date 

· Pointers to data blocks 

These pointers indicate the actual location of the data blocks on the physical disk.  An i-node contains 10 direct pointers, which point to disk blocks on the storage device.  In addition, each i-node also contains one indirect pointer, one double indirect pointer, and one triple indirect pointer.  The indirect pointer points to a block of direct pointers.  The double indirect pointer points to a block of indirect pointers, and the triple indirect pointer points to a block of double indirect pointers.  By structuring the pointers in a geometric fashion, a single i-node can represent a very large file.





Figure 2: i-node pointers 
5. Data blocks 

Data blocks contain user data or system files.  Symbolic links also reside in the data area, and point to files of directories on this or other file systems. 

Files and directories

File systems have two basic components: files and directories.  A file is a collection of information kept on a disk or tape and is associated with filename.  A directory is a list of filenames. 

The operating system views files as bit streams, allowing user to define and handle on-disk data, named pipes, I/O devices even terminals as files.  This object-type transparency provides a simple mechanism for defining and working with a wide variety of storage and communication facilities.  The operating system handles the various levels of abstraction as it organizes and manages its internal activities. 

Every item in a UNIX file system can de defined as belonging to one of four possible types: 

1. Ordinary files 

Ordinary files can contain text, data, or program information.  This is the type of file that user normally work with.  An ordinary file cannot contain another file, or directory.  An ordinary file can be thought of as a one-dimensional array of bytes. 

2. Directories 

A directory holds files and other directories.  It is actually implemented as a file that has one line for each item contained within the directory.  Each line in a directory file contains only the name of the item, and a numerical reference to the location of the item.  The reference is called an i-number, and is an index to a table known as the i-list.  The i-list is a complete list of all the storage space available to the file system. 

When we speak of a UNIX file system, we are actually referring to an area of physical memory represented by a single i-list.  A UNIX machine may be connected to several file systems, each with its own i-list.  One of those i-lists points to a special storage area, known as the root file system.  The root file system contains the files for the operating system itself, and must be available at all times.  Other file systems are removable.  Removable file systems can be attached, or mounted, to the root file system.  Typically, an empty directory is created on the root file system as a mount point, and a removable file system is attached there.  When user issues a cd command to access the files and directories of a mounted removable file system, the user file operations will be controlled through the i-list of the removable file system. 

The purpose of the i-list is to provide the operating system with a map into the memory of some physical storage device.  The map is continually being revised, as the files are created and removed, and as they shrink and grow in size.  Thus, the mechanism of mapping must be very flexible to accommodate drastic changes in the number and size of files.  The i-list is stored in a known location, on the same memory storage device that it maps. 

Each entry in an i-list is called an i-node (the details of i-node has been explained as above).  An i-node number is a unique number associated with each file name.  This number is used to look up an entry in the i-node table that gives information on the type, size and location of the file and the userid of the owner of the file. 

From this prospective, a UNIX directory can be viewed as a list of i-numbers, each i-number referencing a specific i-node on a specific i-list.  The operating system traces its way through a file path by following the i-nodes until it reaches the direct pointers that contain the actual location of the file on the storage device.

3. Special files 

Special files represent input/output (i/o) devices, like a tty (terminal), a disk drive, or a printer.  The /dev directory contains device special files.  Device special files serve as the link between the system and the device drivers.  Each device special file corresponds to a physical device (for example, a disk, tape, printer, or terminal) or a pseudo device (for example, a network interface, a named pipe). The driver handles all read and write operations and follows the required protocols for the device. 

Because UNIX treats such devices as files, a degree of compatibility can be achieved between device i/o, and ordinary file i/o, allowing for the more efficient use of software. 

Special files can be either character special files that deal with streams of characters, or block special files that operate on larger blocks of data.  Typical block sizes are 512 bytes, 1024 bytes, and 2048 bytes. 

· Block special files 

Block device files are used for devices whose driver handles I/O in large blocks and where the kernel handles I/O buffering.  Physical devices such as disks are defined as block device files.  An example of the block device files in the /dev directory follows: 

brw-------  1 root  system     8,   1 Jan 19 11:20 /dev/rz0a                          brw-------  1 root  system     8,   1 Jan 19 10:09 /dev/rz0b

· Character special files 

Character special files are used for devices whose drivers handle their own I/O buffering.  Printer, terminal, and tape drivers are typically defined as character device files.  An example of the character device files in the /dev directory follows: 


crw-rw-rw-  1 root  system    7,    0 Jan 31 16:02 /dev/ptyp0


crw-rw-rw-  1 root  system    7,    1 Jan 31 16:00 /dev/ptyp1

Because disk and tape drivers often handle more than one device, each device file has a major and a minor number.  The major number specifies (to the kernel) the driver that handles the device.  The minor number is passed to the appropriate driver and tells it the device on which to perform the operation.
4. Pipes
UNIX allows the user to link commands together using a pipe.  The pipe acts as a temporary file that only exists to hold data from one command until it is read by another.

Structure of the file system

The UNIX file system is organized as a multilevel hierarchy of directories starting from a single directory called root which is represented by a / (slash).  Immediately below the root directory are several system directories that contain information required by the operating system.  A directory in the file system tree may have many children, but it can only have one parent.

The standard system directories are shown below.  Each one contains specific types of file.  The details may vary between different UNIX system, but these directories should be common to all. 

/(root)

|

   |
        |
   |
       |
           |
     |              |                |  

/bin
        /dev        /etc        /home       /lib
  /tmp
       /usr         Kernel file        

Figure 3: Unix file system hierarchy
The /root directory located at the top of the UNIX file system.  It is represented by “/” (forward slash) character. 

The /bin directory contains the commands and utilities that user use day to day.  These are executable binary files - hence the directory names bin.  In modern UNIX systems this directory is often simply a link to /usr/bin.
The /dev directory contains special files used to represent real physical devices such as printers and terminals.  One of these files represents a null (non-existent) device.  It is a special device known as /dev/null to which user can redirect unwanted output.  This is a null (non-existent) device represented by the file null in the directory /dev.

The /etc directory contains various commands and files which are used for system administration.  One of these files - motd - contains a 'message of the day' which is displayed whenever users login to the system.

The /home directory contains a home directory for each user of the system.  Any UNIX system can have many users on it at any one time.  The user is given a home directory in which the user is placed whenever logging on to the system.  User's home directories are usually grouped together under a system directory such as /home.  A large UNIX system may have several hundred users, with their home directories grouped in subdirectories according to some schema such as their organizational department.

The /lib directory contains libraries that are used by various programs and languages.  Often in modern UNIX systems this directory is simply a link to /usr/lib.

The /tmp directory acts as a "scratch" area in which any user can store files on a temporary basis.

The /usr directory contains system files and directories that users share with others.  Application programs, on-line manual pages, and language dictionaries typically reside here.  The command man gives users access to an on-line manual containing a complete description of every command available on this system.  The man command can also provide user with one line descriptions of commands specified by name; or for all commands whose description contains any of a set of keywords. 

Kernel file, as its name implies, is at the core of each UNIX system and is loaded in whenever the system is started up - referred to as a boot of the system.  It manages the entire resources of the system, presenting them to users as a coherent system. 

Other useful terms of directories include:

Current directory: which refers to the user’s actual location in the filestore hierarchy.  When logging on to the system, the user is always placed in the home directory.  At first, this is the user’s current directory.  The user then can change current directory, effectively moving around the filestore tree structure.  The current directory is also called the “current working directory” and the “working directory”.  The current directory can be represented in pathnames by the . character (a full stop).  The command pwd displays the full pathname to user’s current directory.

Parent directory is the directory above the current directory, it can be referred to by the .. character (two full stops).  For example to refer to the file test.dat in the parent directory; ../test.dat

Pathname identifies a file by specifying a path through the directory structure to the file.  Every file and directory in the file system can be identified by a complete list of the names of the directories that are on the route from the root directory to that file or directory.  Each directory name on the route is separated by a / (forward slash).  

For example:  /usr/local/bin/ue  

This gives the full pathname starting at the root directory and going down through the directories usr, local and bin to the file ue.

Files and directories may be referred to by their absolute pathnames which start at the root of the file system, eg: /home/sunserv1_b/lnp5jb/bin/hello

They can also be indicated by relative pathnames that start at the current directory.
For example, if the user’s current directory is /home/sunserv1_b/Inp5jb, the above file can be referred to as bin/hello. 

Access Permissions

The UNIX file security system can prevent unauthorized users from reading or altering files.  Every file and directory has specific permissions associated with it, giving different categories of user certain permissions to look at or change a file, and to run executable files.  The file and directory in the user account can be protected from or made to other users by changing its access permission.  The user can only change the permission for files and directories that he owns.

Permissions are defined as read, write, and execute. The read, write, and execute permissions are referred to as r, w, and x respectively. 

Read permission

For a file, having read permission allows user to view the contents of the file.  

For a directory, having read permission allows user to list the directory's contents. 

Write permission 

For a file, write permission allows user to modify the contents of the file. 

For a directory, write permission allows user to alter the contents of the directory, i.e., to add or delete files. 

Execute permission 

For a file, execute permission allows user to run the file, if it is an executable program, or script.  The file execute permission is irrelevant for nonexecutable files. 

For a directory, execute permission allows user to create, rename or delete files in the directory, and make it the user’s current working directory. 

Each of these three types of permissions can be set for any one of three kinds of users:

u - the user who owns the file

g - members of the group to which the owner belongs

o - all other users

The access permissions for all three types of user can be given as a string of nine characters.

For example, the permissions on the file lookup.icn is displayed like this:
-rw-r--r-- 1  lnp5jb  777  Dec 18  lookup.icn

The first set of characters in the output from the command (-rw-r--r--) gives the permissions.  The username in the middle of the line (lnp5jb) is the owner of the file. This is the user who created the file.  The following fields tell the number of characters in the file, the date it was created and the name of the file. 

Note that the first character specifies the file type.  This is normally one of the following: 

-  
indicates a file 

d 
indicates a directory

s 
indicate a special file 

The following nine characters represent permissions for different classes of users. Users on a UNIX system are assigned to a group or groups, which might correspond to a particular department, or research group in the real world.  Members of a particular group can be allowed access to files belonging to other members of the group. 

The second, third and fourth characters in the permission string represent permissions that apply to the owner of the file.  The next three characters apply to members of the owner's group.  The last three apply to all other users. The file in this example therefore has rw- for the owner, r-- for the group and r-- for others. 

The three characters corresponding to each class of user each represent a different type of permission.  The first character represents 'read' permission.  This means that a user has permission to open a file and view the contents.  In this example all users have read permission.  A horizontal bar character (-) means that permission is denied. 

The second position represents 'write' permission (the right to make changes to a file).  In the example, only the owner has write permission.  Normally, the user will not want others to be allowed to make changes to the files, so write permission is only allowed to the owner. 

The third position represents 'execute permission'.  This means permission to 'execute', or run, a file that works like a command.  In this example no-one has execute permission for the file lookup.icn (it is an Icon program, and it would have to be compiled before it could be executed, so execute permission would be useless). To summarize the above, this is how the permissions string is divided up: 

 -

rw-
r--
r--

types of file
owner
group
others

The command chmod is used to change the permissions on a file. 

When a user creates a file or directory its access permissions are set to a default value.  These are usually:

rw------- 
gives the user read and write permission for the files; no access permissions for the group or others. 

rwx------ 
gives the user read, write and execute permission for the directories; no access permissions for the group or others. 

Access permissions for user home directory are usually set to rwx—x or rwxr-xr-x. 
-- END --
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