Background


A software component is code that implements a set of well-defined interface to fulfill a certain function. It is a manageable, discrete chunk of logic. Components are not entire applications---they can not run alone. Usually one application is composed of several components. The components can be reused and developed to serve different applications. The reusing a price component as part of an e-commerce workflow solution is shown is Figure 1.







Figure 1 Reusing a pricing component as part of an e-commerce workflow solution

A server side deployment is software written to support concurrent users performing operaitons simultaneously, securely, reliably, and efficiently. Any well-written deployment has a logical software partitioning into layers. Each layer has a different responsibility in the overall deployment, and within each layer there can be one or more components. The concept of layer is abstract and may not correspond to physical distribution. Usually a well-defined system has several layers (presentation layer, business logic layer and data layer, etc.) and each is responsible for a separate task.  A presentation layer contains components dealing with user interfaces and user interaction. For example, presentation layer can use Java Applets, Java Server Page or Java Servlets. A business logic layer contains components that work together to solve business problems. These components could be the pricing component and the billing component. A data layer is used by business logic layer to persist state permanently. The central of the data layer is one or more databases. 

Traditionally most web solutions are two-tier architecture, which combines the business logic layer with one of the presentation layer and the data layer. The two-tier architecture is shown in figure 2. However the two-tier architecture has a lot of shortcomings like high deployment cost, high database driver switching costs, high database type changing costs and network performance suffers. To solve those problems, N-tier architecture is introduced, which adds one or more tier to two-tier deployments. The three-tier architecture is shown in figure 3.
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Figure 3 Two – tier architecture
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Figure 3 Three – tier architechture

Introduction to Enterprise JavaBeans (EJB)

EJB is a server side component architecture that allows developers to develop scalable, portable and reusable components for applications quickly. It provides complex middleware features at no cost to developers. Developers can focus on business logic rather than distributed server side systems. EJB server, as a back-stage manager, will provide all the middleware service for you transparently such as implicit distributed transaction management and implicit security, etc. We will mention in detail in the following parts.
In an n-tier architecture, it does not matter where the business logic is, though in a typical 3-tier architecture, the business logic is normally in the middle-tier by convention. With EJB, however, you can now move your business logic wherever you want, while adding additional tiers if necessary. The EJBs containing the business logic are platform-independent and can be moved to a different, more scalable platform should the need arise. If you are hosting a mission-critical application and need to move your EJBs from one platform to the other, you can do it without any change in the business-logic code. A major highlight of the EJB specification is the support for ready-made components. This enables you to "plug and work" with off-the-shelf EJBs without having to develop or test them or to have any knowledge of their inner workings.
EJB provides developers architectural independence—EJB insulates developers from the underlying middleware because the only environment an EJB developer sees is the Java environment. It also helps the EJB server/container vendor to change and make improvements on the underlying middleware layer without affecting a user’s existing enterprise applications. 

WORA for server-side components—Because EJB is based on Java technology, both the developer and the user are guaranteed that their components are Write Once, Run Anywhere (WORA). As long as an EJB server faithfully conforms to the EJB specification, any third-party EJB component should run within that server. 

EJB establishes roles for application development—The EJB specification assigns specific roles for project participants charged with enterprise application development using EJBs. For instance, business developers can focus on writing code that implements business logic. Application deployers can take care of installation issues in a simple and portable fashion. The server vendor can take care of providing support for complex system services and make available an organized framework for a EJB to execute in, without assistance from the actual EJB developers. 

EJB takes care of transaction management—The EJB container vendor is required to provide transaction control. The EJB developer who is writing the business functionality need not worry about starting and terminating transactions. 

EJB provides distributed transaction support—EJB provides transparency for distributed transactions. This means a client can begin a transaction and then invoke methods on EJBs present within two different servers, running on different machines, platforms, or Java virtual machines. Methods in one EJB can call methods in the other EJB with the assurance they will execute in the same transaction context. 

EJB helps create portable and scalable solutions—EJBs conforming to the EJB API will install and run in a portable fashion on any EJB server. 

EJB seamlessly integrates with CORBA—EJB and CORBA are a natural combination that complement each other. For example, EJBs may provide CORBA/IIOP for a robust transport mechanism or pure CORBA clients can access EJBs as EJB clients. Currently, a highlight of OMG’s CORBAServices is the wide range of features they provide to an enterprise application developer. In the future, rather than trying to rewrite these services, EJB server vendors may simply wrap them with a simplified API, so EJB developers can use them without being CORBA experts. 

EJB provides for vendor specific enhancements—Because the EJB specification provides considerable flexibility for the vendors to create their own enhancements, the EJB environment may end up being feature-rich. 
The EJB Model
A basic EJB architecture is shown in Figure 2 and consists of an EJB server, EJB containers that run within the server, home objects, remote EJBObjects, enterprise beans that run within containers, EJB clients, and auxiliary systems like JNDI, JTS, security services, and so forth. 











Figure 4 EJB Model

The EJB server provides an organized framework or execution environment in which EJB containers can run. It makes available system services for multiprocessing, load balancing, and device access for EJB containers. The EJB server also makes EJB containers running within them visible to the outside world. It may also provide vendor-specific features like an optimized data access interface, additional CORBAServices, SSL support, a JNDI-accessible naming service, and transaction management services.
An EJB container acts as the interface between an enterprise bean and low-level, platform-specific functionality that supports the bean. In essence, the EJB container is an abstraction that manages one or more EJB classes, while making the required services available to EJB classes through standard interfaces as defined in the EJB specification. The container vendor is also free to provide additional services implemented at either the container or the server level. An EJB client never accesses a bean directly. Any bean access is done through the methods of the container-generated classes, which, in turn, invoke the bean's methods.

Having the container interpose on all bean invocations allows the container to manage transactions, load bean instances, if necessary, and, in general, to do all the wonderful things EJBs do. Two types of containers exist: session containers that may contain transient, nonpersistent EJBs whose states are not saved and entity containers that contain persistent EJBs whose states are saved between invocations.
Factory methods for locating, creating, and removing instances of EJB classes are defined in the home interface. The home object is the implementation of the home interface. The EJB developer first has to define the home interface for his bean. The EJB container vendor provides tools that automatically generate the implementation code for the home interface defined by the EJB developer.
The remote interface lists the business methods available for the enterprise bean. The EJB Object is the client’s view of the enterprise bean and implements the remote interface. While the enterprise bean developer defines the remote interface, the container vendor provides the tools necessary to generate the implementation code for the corresponding EJB Object. Note, however, the EJB container is still responsible for managing the EJB Object. Each time the client invokes the EJB Object’s methods, the EJB container first handles the request before delegating it to the Enterprise Bean.
The real enterprise bean itself is contained within an EJB container and should never be directly accessed by anyone but the container. Although direct access may be possible, this is inadvisable as it breaks the contract between the bean and the container. The EJB container should mediate all enterprise bean accesses. For this reason, the enterprise bean developer does not implement the remote interface within the enterprise bean itself. The implementation code for the remote interface is generated automatically by tools the container vendor provides, in the form of the EJB Object. This prevents inadvertent direct accesses from clients or other beans.

EJB clients locate the specific EJB container that contains the enterprise bean through the Java Naming and Directory Interface (JNDI). They then make use of the EJB container to invoke bean methods. The EJB client only gets a reference to an EJB Object instance and never really gets a reference to the actual Enterprise Bean instance itself. When the client invokes a method, the EJB Object instance receives the request and delegates it to the corresponding bean instance while providing any necessary wrapping functionality.

The client uses the home object to locate, create, or destroy instances of an enterprise Bean. It then uses the EJB Object instance to invoke the business methods of a bean instance.

EJB Types


EJBs can be classified as entity beans and session beans. Session beans represents a work flow. Their life-time are associated with the customer. When the customer logs in, the session bean starts and when the customer leaves, the session bean died. Usually the session beans can not survive the server crash. The session beans can also be classified as stateful session beans and stateless session beans. The detail and difference is discussed later. The entity beans represent persistent core business data. The life-time of entity beans is much longer than session beans. Entity beans do not die when the customer leaves. The entity beans can be classified as bean-managed entity beans and container-managed entity beans.
Before beginning a discussion of entity and session beans, we must understand the concept of passivation and activation. Passivation is the process by which the state of a bean is saved to persistent storage and then is swapped out. Activation is the process by which the state of a bean is restored by swapping it in from persistent storage. 
An entity bean represents persistent data maintained in a domain model, as well as methods that act on that data. To be more specific, an entity bean maps to a record in your domain model. In a relational database context, one bean exists for each row in a table. This is not a new concept; this is how object databases have been modeled all along. A primary key identifies each entity bean. Entity beans are created by using an object factory create() method. Entity beans are also implicitly persistent, as an EJB object can manage its own persistence or delegate its persistence to its container.

Entity beans always have states, which can be persisted and stored across multiple invocations. Multiple EJB clients may, however, share an entity bean. The lifetime of an entity bean is not limited by the lifetime of the virtual machine within which it executes. A crash of the virtual machine may result in a rollback of the current transaction, but will neither destroy the entity bean nor invalidate the references that other clients have to this entity bean. Moreover, a client can later connect to the same entity bean using its object reference because it encapsulates a unique primary key allowing the enterprise bean or its container to reload its state. Entity beans can thus survive system shutdowns.

Persistence in entity beans is of two types: Container-managed persistence and Bean-managed persistence. For container-managed persistence, the EJB container is responsible for saving the state of the entity bean. Because it is container-managed, the implementation is independent of the data source. All container-managed fields need to be specified in the deployment descriptor, however, for the persistence to be automatically handled by the container. For bean-managed persistence, the entity bean is directly responsible for saving its own state and the container does not need to generate any database calls. Consequently, this implementation is less adaptable than the previous one as the persistence needs to be hard-coded into the bean.

To summarize, every entity bean has the following characteristics:

· Entity beans can share access from multiple users. 

· Entity beans can participate in transactions. 

· Entity beans represent data in a domain model. 

· Entity beans are persistent. They live as long as the data lives in the domain model. 

· Entity beans can survive EJB server crashes. Any EJB server crash is always transparent to the client. 

A session bean is created by a client and, in most cases, exists only for the duration of a single session. It performs operations on behalf of the client, such as database access or number crunching based on some formula. Although session beans can be transactional, they are not recoverable following a system crash. They can be stateless or they can maintain conversational state across methods and transactions. The container manages the conversational state of a session bean if it needs to be evicted from memory. A session bean must manage its own persistent data. 

Each session bean is usually associated with one EJB client, which is responsible for creating and destroying it. Thus, session beans are transient and will not outlive the virtual machine on which they were created. A session bean can either maintain its state or be stateless. Session beans, however, do not survive a system shutdown. Two types of session beans exist:

Stateless session beans and Stateful session beans. Stateless session beans have no internal state. Because they are stateless, they needn’t be passivated and can be pooled to service multiple clients. Stateful session beans, on the other hand, possess internal states, hence, they need to handle activation and passivation. Because they can be persisted, they are also called persistent session beans. Only one EJB Client can exist per stateful session bean, however. Stateful session beans can be saved and restored across client sessions. The getHandle() method returns a bean object’s instance handle, which can be used to save the bean’s state. Later, to restore a bean from persistent storage, the getEJBObject() method can be invoked.

The characteristics of a session bean can be summarized as follows:

· Session EJBs execute on behalf of a single client. A session bean instance is an extension of the client that creates it. 

· Session beans may be transaction-aware. 

· Session beans can update data in an underlying database. 

· Session beans are relatively short-lived. The lifetime of stateless session beans is limited to that of their client. 

· Session beans may be destroyed when the EJB server crashes. The client has to establish connection with a new session bean object to resume any computation. 

· Session beans do not represent data that must be stored in a database. 

Every session bean can read and update a database on behalf of the client. Its fields may contain conversational state on behalf of the client. The state describes the conversation represented by a specific client/instance pair. Within a transaction, some of this data may be cached in the bean.

Session beans are supposed to be private resources, used only by the client that created it. For this reason, a session bean hides its identity and is anonymous, in sharp contrast to an entity bean that exposes its identity through its primary key.

Table 1 summarizes some of the major differences between a session bean and an entity bean.

PRIVATE
Session Bean
Entity Bean

The data members of the session bean contain conversational state.
The data members of the entity bean represent actual data in the domain model.

A session bean may handle database access for a single client.
Entity beans share database access for multiple clients.

Because session beans are about a conversation with a single client, session beans are allowed to store per-client state information..
Because entity beans are shared between multiple clients, they do not allow storage of per-client state information.

The relationship between a session bean and its client is one-to-one.
The relationship between an entity bean and a row in the domain model is one-to-one.

The life of the session bean is limited to the life of its client.
An entity bean persists as long as the data exists in the database.

Session beans can be transaction aware.
Entity beans are transactional.

Session beans do not survive server crashes.
Entity beans survive server crashes.

Table1: Differences Between a Session Bean and an Entity Bean
· Developing Applications with EJBs

Modeling Using Session and Entity Beans
In general, session beans are about a conversation with a client and entity beans are about records in the domain model. 

Use entity beans for a persistent object model (to act as a JDBC wrapper, for instance) giving the rest of your application an object-oriented interface to your data model. Session beans are for application logic. For example, use session beans to model the layer that interfaces with your object-model but normally should not go direct to your database. Thus, a set of session beans provide all the functionality for a particular application of which several could be communicating with the entity-based object model. It will be session bean's EJBObjects that communicate with the front-end GUI code (or servlets, and so forth). Be aware, however, that entity beans can also have an object model behavior. As always, no hard and fast rules exist about this; it depends on your particular scenario.

Use session beans as the only interface to the client, providing a "coarse grained" facade to the underlying model. You should use entity beans to enforce the accuracy/integrity of databases, not merely as an object representation of data. Then use session beans to run the processes that operate on the databases. This split reduces the pain of introducing new/changed processes because testing needn’t be as stringent.

Insist on reuse of entity beans. Although they may initially be hard to develop, over time they will prove a valuable asset for your company.

Expect little reuse of session beans. Plan instead to discard them and create new ones quickly by building a RAD capability around them.

Elevate entities to a much higher level. Entities are good candidates to model business objects/domain objects, which have a unique identity and need to be shared by various clients and be persisted over a longer time. They can also incorporate the business logic that goes on with their responsibility. Session beans can be used whenever a business method requires services from two or more entities. A good idea is to have all interfaces to the system through session beans. 

To summarize:

· Use session beans for application logic. 

· Use session beans as the only interface to the client. 

· Expect little reuse of session beans. 

· Use session beans to control the workflow of a group of entity beans.
· Use entity beans to develop a persistent object model (wrap all your JDBC code). 

· Use entity beans to enforce accuracy/integrity of your database. 

· Insist on reuse of entity beans. 

· Use entity beans to model domain objects with a unique identity shared by multiple clients. 

EJB component development
Typically, when developing an EJB, the steps to follow are as follows:

· Set up the data source. (Entity beans only)

· Define the EJB remote interface. 

· Define the EJB home interface. 

· Define the primary key class. (Entity beans only)
· Implement the enterprise bean. 

· Compile the EJB classes. 

· Declare the security and deployment properties. 

· Generate the container classes using the tools supplied by the EJB server/container vendor, register the factory with the server, and deploy it. 

· Write the client code. 

· Compile the client code. 

· Start the client. 

Summary
Enterprise Java Beans is the cornerstone of what Sun terms as the "Java 2 Enterprise Edition" (J2EE). This platform consists of a suite of standard specifications for back-end services that deliver the required functionality for developing truly scalable, multithreaded, transaction-oriented, and distributed enterprise server applications. In this context, Enterprise Java Beans has currently become one of the hottest technologies within the Java umbrella. As you learned in this article, EJB makes it easier for the developer to write business applications as reusable server components without having to worry about the nitty-gritty details. The Enterprise Java Beans component architecture represents a giant step forward in simplifying the development, deployment, and management of enterprise applications
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