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UNIX
1. INTRODUCTION
During the past few years, the UNIX operating system has come into wide use. “Once you’ve established a connection with the network, there’s often a secondary obstacle to surmount....Learning the UNIX Operating System helps you figure out what to do next by presenting in a nutshell the basics of how to deal with the ‘U-word.’ This paper will start with a definition of UNIX  ,then presents a brief history of the development of the UNIX operating system . Furthermore, characteristics of UNIX and how UNIX is organized will be described. Finally, UNIX Network Security Architecture and how to secure your UNIX computer network is discussed .

2. WHAT IS UNIX

UNIX  is  a computer operating system,  control program that works with users to run programs, manage 

resources, and communicate with other computer system.
It is a set of enabling technologies first developed at AT&T that have been incorporated into several legally distinct but closely related operating systems, each of which can be considered to be a “UNIX system.” If it looks like UNIX, operates like UNIX, runs common UNIX utilities and programs, and is developed with

UNIX as a model, it’s UNIX.

3. THE HISTORY OF UNIX

In 1969, Ken Thompson, Dennis Ritchie and others started work on what was to become UNIX on a “little-used PDP-7 in a corner” at AT&T Bell Labs. For ten years, the development of UNIX proceeded at AT&T in numbered versions. V4 (1974) was re-written in C—a major milestone for the operating system’s portability among different systems. V6 (1975) was the first to become available outside Bell Labs—it became the basis of the first version of UNIX developed at the University of California Berkeley.

Bell Labs continued work on UNIX into the 1980s, culminating in the release of  System V (as in “five,” not the letter) in 1983 and System V, Release 4 (abbreviated SVR4) in 1989. Meanwhile, programmers at the University of  California hacked mightily on the source code AT&T had released, leading to many a master thesis. The Berkeley Standard Distribution (BSD) became a  second major variant of “UNIX.” It was widely deployed in both university and  corporate computing environments starting with the release of BSD 4.2 in 1984. Some of its features were incorporated into SVR4.

As the 1990s opened, AT&T’s source code licensing had created a flourishing  market for hundreds of UNIX variants by different manufacturers. AT&T sold its UNIX business to Novell in 1993, and Novell sold it to the Santa Cruz Operation two years later. In the meantime, the UNIX trademark had been passed to the X/Open consortium, which eventually merged to form The Open Group.1 While the stewardship of UNIX was passing from entity to entity, several long-running development efforts started bearing fruit. Traditionally, in order to get a BSD system working, you needed a source code license from AT&T. But by the early 1990s, Berkeley hackers had done so much work on BSD that most of the original AT&T source code was long gone. A succession of programmers, starting with William and Lynne Jolitz, started work on the Net distribution of BSD, leading to the release of 386BSD version 0.1 on Bastille Day, 1992. This original “free source” BSD was spun out into three major distributions, each of which has a dedicated following: NetBSD, FreeBSD, and  OpenBSD, all of which are based on BSD 4.4.2

BSD wasn’t the first attempt at a “free” UNIX. In 1984, programmer Richard Stallman started work on a free UNIX clone known as GNU (GNU’s Not UNIX). By the early 1990s, the GNU Project had achieved several

programming milestones, including the release of the GNU C library and the Bourne Again SHell (bash). The whole system was basically finished, except for  one critical element: a working kernel.

Enter Linus Torvalds, a student at the University of Helsinki in Finland. Linus looked at a small UNIX system called Minix and decided he could do better. In the fall of 1991, he released the source code for a freeware kernel called “Linux”—a combination of his first name and Minux, pronounced lynn-nucks.3 By 1994, Linus and a far-flung team of kernel hackers were able to release version 1.0 of Linux. Linus and friends had a free kernel; Stallman and friends had the rest of a free UNIX clone system: People could then put the Linux  kernel together with GNU to make a complete free system. This system is known as “Linux,” though Stallman prefers the appellation “GNU/Linux system.”4 There are several distinct GNU/Linux distributions: some are available with commercial support from companies like Red Hat, Caldera Systems, and  S.U.S.E.; others, like Debian GNU/Linux, are more closely aligned with the original free software concept. 

The spread of Linux, now up to kernel version 2.2, has been a startling phenomenon. Linux runs on several different chip architectures and has been adopted or supported to varying extents by several old-line UNIX vendors like Hewlett-Packard, Silicon Graphics, and Sun Microsystems, by PC vendors like Compaq and Dell, and by major software vendors like Oracle and IBM. Perhaps the most delicious irony has been the response of Microsoft, which acknowledges the competitive threat of ubiquitous free software but seems

unwilling or unable to respond with open-source software of its own.5

Microsoft has, however, struck blows with Windows NT (Windows 2000). During the late 1990s, vendor after vendor has abandoned the UNIX server platform in favor of Windows NT or wavered in their support. Silicon Graphics Inc., for example, has decided that Intel hardware and NT is the graphics platform of the future.

The phenomenon of old-line UNIX vendors jumping ship and the concurrent rush to Linux by vendors large and small brings us back to the question at the top of this section: What is UNIX? While one can abide by the legal definition as embodied in the trademark, I believe that this does a major disservice to the industry. As the base software of the Internet, UNIX technology is one the significant achievements of 20th century civilization. To restrict it to a narrow legal or technical definition—as formulated by some of the vendors now abandoning it—is to deny its ongoing relevance and importance, which is most evident in the amazing popularity and strength of UNIX-like clones such as GNU/Linux and BSD.

1969

The Beginning

The history of UNIX starts back in 1969, when Ken Thompson, Dennis

Ritchie and others started working on the “little-used PDP-7 in a corner” at

Bell Labs and what was to become UNIX.

1971

First Edition

It had a assembler for a PDP-11/20, file system, fork(), roff and ed. It was

used for text processing of patent documents.

1973

Fourth Edition

It was rewritten in C. This made it portable and changed the history of OS’s.

1975

Sixth Edition

UNIX leaves home. Also widely known as Version 6, this is the first to be

widely available out side of Bell Labs. The first BSD version (1.x) was

derived from V6.

1979

Seventh Edition

It was a “improvement over all preceding and following Unices” [Bourne]. It

had C, UUCP and the Bourne shell. It was ported to the VAX and the

kernel was more than 40 Kilobytes (K).

1980

Xenix

Microsoft introduces Xenix. 32V and 4BSD introduced.

1982

System III

AT&T’s UNIX System Group (USG) release System III, the first public

release outside Bell Laboratories.

1983

System V

Computer Research Group (CRG), UNIX System Group (USG) and a third

group merge to become UNIX System Development Lab. AT&T announces

UNIX System V, the first supported release.

1984

4.2BSD

University of California at Berkeley releases 4.2BSD, includes TCP/IP, new

signals and much more.

1984

SVR2

System V Release 2 introduced. At this time there are 100,000 UNIX

installations around the world.

1986

4.3BSD

4.3BSD released, including internet name server 

1987

SVR3

System V Release 3 including STREAMS, TLI, RFS. At this time there are

750,000 UNIX installations around the world.

1988

POSIX.1 published. Open Software Foundation (OSF) and UNIX

International (UI) formed.

1989

AT&T UNIX Software Operation formed in preparation for spinoff of USL.

1989

SVR4

UNIX System V Release 4 ships, unifying System V, BSD and Xenix

1990

XPG3

X/Open launches XPG3 Brand

1991

UNIX System Laboratories (USL) becomes a company - majority-owned

by AT&T. Linus Torvalds commences Linux development

1992

SVR4.2

USL releases UNIX System V Release 4.2 (Destiny). October - XPG4

Brand launched by X/Open. December 22nd Novell announces intent to

acquire USL.

1993

4.4BSD

4.4BSD the final release from Berkeley. June 16 Novell acquires USL

Late 1993

SVR4.2MP

Novell transfers rights to the “UNIX” trademark and the Single UNIX

Specification to X/Open. In December Novell ships SVR4.2MP , the final

USL OEM release of System V

1994

4.4-Lite

BSD 4.4-Lite eliminated all code claimed to infringe on USL/Novell

1995

UNIX 95

X/Open introduces the UNIX 95 branding programme. Novell sells

UnixWare business to SCO.

1996

The Open Group forms as a merger of OSF and X/Open.

1997

Single UNIX Specification,

Version 2

The Open Group introduces Version 2 of the Single UNIX Specification,

including support for realtime, threads and 64-bit and larger processors. The

specification is made freely available on the web.

1998

UNIX 98

The Open Group introduces the UNIX 98 family of brands, including Base,

Workstation and Server. First UNIX 98 registered products shipped by

Sun, IBM and NCR. The Open Source movement starts to take off with

announcements from Netscape and IBM

1999

UNIX at 30

The UNIX system reaches its 30th anniversary. Linux 2.2 kernel released.

The Open Group and the IEEE commence joint development of a revision to

POSIX and the Single UNIX Specification. First LinuxWorld conferences.

Several Open Source companies launch successfully on the stock markets. 

4.CHARACTERISTICS OF UNIX

The features that made UNIX a hit from the start are:

Multitasking capability 

Multiuser capability 

Portability 

UNIX programs 

Library of application software 

Multitasking
Many computers do just one thing at a time, as anyone who uses a PC or laptop can attest. Try logging onto your company’s network while opening your browser while opening a word processing program. Chances are the processor will freeze for a few seconds while it sorts out the multiple instructions.

UNIX, on the other hand, lets a computer do several things at once, such as printing out one file while the user edits another file. This is a major feature for users, since users don’t have to wait for one application to end before starting another one.

Multiusers

The same design that permits multitasking permits multiple users to use the computer. The computer can take the commands of a number of users—determined by the design of the computer—to run programs, access files, and print documents at the same time.

The computer can’t tell the printer to print all the requests at once, but it does prioritize the requests to keep everything orderly. It also lets several users access the same document by compartmentalizing the document so that the changes of one user don’t override the changes of another user.

System portability

A major contribution of the UNIX system was its portability, permitting it to move from one brand of computer to another with a minimum of code changes. At a time when different computer lines of the same vendor didn’t talk to each other—yet alone machines of multiple vendors—that meant a great savings in both hardware and software upgrades.  It also meant that the operating system could be upgraded without having all the customer’s data inputted again. And new versions of UNIX were backward compatible with older versions, making it easier for companies to upgrade in an orderly manner.

UNIX tools

UNIX comes with hundreds of programs that can divided into two classes:  Integral utilities that are absolutely necessary for the operation of the computer, such as the command interpreter, and Tools that aren’t necessary for the operation of UNIX but provide the user with additional capabilities, such as typesetting capabilities and e-mail. Tools can be added or removed from a UNIX system, depending upon the applications required.

UNIX Communications

E-mail is commonplace today, but it has only come into its own in the business community within the last 10 years. Not so with UNIX users, who have been enjoying e-mail for several decades. UNIX e-mail at first permitted users on the same computer to communicate with each other via their terminals. Then users on different machines, even made by different vendors, were connected to support e-mail. And finally, UNIX systems around the world were linked into a world wide web decades before the development of today’s World Wide Web.

Applications libraries

UNIX as it is known today didn’t just develop overnight. Nor were just a few people responsible for it’s growth. As soon as it moved from Bell Labs into the universities, every computer programmer worth his or her own salt started developing programs for UNIX.

Today there are hundreds of UNIX applications that can be purchased from third-party vendors, in addition to the applications that come with UNIX.

5. HOW UNIX IS ORGANIZED

The UNIX system is functionally organized at three levels:

The kernel, which schedules tasks and manages storage; 

The shell, which connects and interprets users’ commands, calls programs from memory, and executes them; and 

The tools and applications that offer additional functionality to the operating system 

The three levels of the UNIX system: kernel, shell, and tools and applications.

The kernel

The heart of the operating system, the kernel controls the hardware and turns part of the system on and off at the programer’s command. If you ask the computer to list (ls) all the files in a directory, the kernel tells the computer to read all the files in that directory from  the disk and display them on your screen.

The shell

There are several types of shell, most notably the command driven Bourne Shell and the C Shell (no pun intended), and menu-driven shells that make it easier for beginners to use. Whatever shell is used, its purpose remains the same—to act as an interpreter between the user and the computer. The shell also provides the functionality of “pipes,” whereby a number of commands can be linked together by a user, permitting the output of one program to become the input to another program.

Tools and applications

There are hundreds of tools available to UNIX users, although some have been written by third party vendors for specific applications. Typically, tools are grouped into categories for certain functions, such as word

processing, business applications, or programming.

6. UNIX NETWORK SECURITY ARCHITECTURE 

For each of the layers in the UNIX Network Security Architecture (UNIX/NSA) model below, there is a subsection that follows that gives a brief description of that layer and some of the most widely used tools and methods for implementing security controls.

Layer     Name                Functional Description

LAYER 7   POLICY              POLICY DEFINITION AND DIRECTIVES

LAYER 6   PERSONNEL           PEOPLE WHO USE EQUIPMENT AND DATA

LAYER 5   LAN                 COMPUTER EQUIPMENT AND DATA ASSETS

LAYER 4   INTERNAL-DEMARK     CONCENTRATOR - INTERNAL CONNECT

LAYER 3   GATEWAY             FUNCTIONS FOR OSI 7, 6, 5, 4

LAYER 2   PACKET-FILTER       FUNCTIONS FOR OSI 3, 2, 1

LAYER 1   EXTERNAL-DEMARK     PUBLIC ACCESS - EXTERNAL CONNECT

The specific aim of this model is to illustrate the relationship between the various high and low level functions that collectively comprise a complete security program for wide-area network connectivity. They are layered in this way to depict (a) the FIREWALL method of implementing access controls, and (b) the overall transitive effect of the various layers upon the adjacent layers, lower layers, and the collective model. The following is a general description of the layers and the nature of the relationship between them. After this brief discussion of what each layer is, the next section of this paper will discuss examples of common methods and tools used to implement some of your options at each level, or at least try to tell you where to find out how to get started. Note that there may be some overlap between the definitions of the various levels, this is most likely between the different layers of the FIREWALL itself (layers 2 and 3). 

The highest layer [ 7 - POLICY ] is the umbrella that the entirety of your security program is defined in. It is this function that defines the policies of the organization, including the high level definition of acceptable risk down to the low level directive of what and how to implement equipment and procedures at the lower layers. Without a complete, effective, and implemented policy, your security program cannot be complete. 

The next layer [ 6 - PERSONNEL ] defines yet another veil within the bigger umbrella covered by layer 7. The people that install, operate, maintain, use, and can have or do otherwise have access to your network (one way or another) are all part of this layer. This can include people that are not in your organization, that you may not have any administrative control over. Your policy regarding personnel should reflect what your expectations are from your overall security program. Once everything is defined, it is imperitive that personnel are trained and are otherwise informed of your policy, including what is and is not considered acceptable use of the system. 

The local-area network layer [ 5 - LAN ] defines the equipment and data assets that your security program is there to protect. It also includes some of the monitor and control procedures used to implement part of your security policy. This is the layer at which your security program starts to become automated electronically, within the LAN assets themselves. 

The internal demarkation layer [ 4 - INTERNAL DEMARK ] defines the equipment and the point at which you physically connect the LAN to the FIREWALL that provides the buffer zone between your local- area network (LAN) and your wide-area network (WAN) connectivity. This can take many forms such as a network concentrator that homes both a network interface for the FIREWALL and a network interface for the LAN segment. In this case, the concentrator is the internal demarkation point. The minimum requirement for this layer is that you have a single point of disconnect if the need should arise for you to spontaneosly separate your LAN from your WAN for any reason. 

The embedded UNIX gateway layer [ 3 - GATEWAY ] defines the entire platform that homes the network interface coming from your internal demark at layer 4 and the network interface going to your packet filtering router (or other connection equipment) at layer 3. The point of the embedded UNIX gateway is to provide FIREWALL services (as transparent to the user or application as possible) for all WAN services. What this really is must be defined in your policy (refer to layer 1) and illustrates how the upper layers overshadow or are transitive to the layers below. It is intended that the UNIX gateway (or server) at this layer will be dedicated to this role and not otherwise used to provide general network resources (other than the

FIREWALL services such as proxy FTP, etc.). It is also used to implement monitor and control functions that provide FIREWALL support for the functions that are defined by the four upper ISO/OSI layers (1-Application, 2-Presentation, 3-Session, 4-Transport). Depending on how this and the device in layer 2 is implemented, some of this might be merely pass-thru to the next level. The configuration of layers 3 and 2 should collectively provide sufficient coverage of all 7 of the functions defined by the ISO/OSI model. This does not mean that your FIREWALL has to be capable of supporting everything possible that fits the OSI model. What this does mean is that your FIREWALL should be capable of supporting all of the functions of the OSI model that you have implemented on your LAN/WAN connectivity. 

The packet filtering layer [ 2 - FILTER ] defines the platform that homes the network interface coming from your gateway in layer 3 and the network interface or other device such as synchronous or asynchronous serial communication between your FIREWALL and the WAN connectivity at layer 1. This layer should provide both your physical connectivity to layer 1 and the capability to filter inbound and outbound network datagrams (packets) based upon some sort of criteria (what this criteria needs to be is defined in your policy). This is typically done today by a commercial off-the- shelf intelligent router that has these capabilities, but there are other ways to implement this. Obviously there is OSI link-level activity going on at several layers in

this model, not exclusively this layer. But, the point is that functionally, your security policy is implemented at this level to protect the overall link- level access to your LAN (or stated more generally; to separate your LAN from your WAN connectivity). 

The external demarkation layer [ LAYER 1 ] defines the point at which you connect to a device, telephone circuit, or other media that you do not have direct control over within your organization. Your policy should address this for many reasons such as the nature and quality of the line or service itself and vulnerability to unauthorized access. At this point (or as part of layer 2)

you may even deploy yet another device to perform point to point data link encryption. This is not likely to improve the quality of the line, but certainly can reduce your vulnerability to unauthorized access. You also need to be concerned about the dissemination of things at this level that are often considered miscellaneous, such as phone numbers or circuit IDs.Illustration of the UNIX/NSA Model 
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7.  HOW TO SECURE YOUR UNIX COMPUTER NETWORK

Once you put a computer on a network, you allow many more people potential access to the machine. Without networks, often a machine is not useful. The key to network security is to allow only those functions that the users actually need. Make those services as secure as possible. By disabling non-used functions, you have much less monitoring/securing. 

Filtering 

Think of filtering as a way to prevent unwanted access. If on the internet or large network, you will want a firewall machine or router with firewalling capabilities for maximum protection. Hosts themselves can limit the services provided and what hosts can access them. 

A firewall machine is a machine between the internet and your network. It provides a point of resistance. It protects your inside systems from external users. A firewall machine can filter your packets and/or be a proxy server. 

By filtering out services you do not use, at the router level (or firewall machine), potential infiltraters are stopped very early on. Unless you use NFS between networks, turn off all RPC ports on the router. Better yet, only enable specific ports that you use, adding new ones as needed. The next steps are on the host itself. 

Create access control lists /var/adm/inetd.sec to say what hosts can connect to your machine. This limits access even further. In addition, do not enable services you are not using by turning them off in /etc/inetd.conf.  TCP wrappers for logging incoming requests allows for easier tracing and protection. 

Prevent Spoofing 

One can imitate another host on a network by using the same host name. To prevent this from happening outside your network, you need to make modifications to your router and your hosts system files. 

Turn off source routing on your router. Once this is turned off, apply a filter that guarantees that packets coming in from the outside network do not have a source IP address that matches the inside network. This prevents another machine from pretending it is a trusted host. 

On your system side, only use qualified hostnames only in any system file (NFS, hosts.equiv, ...). If possible, do not allow hosts.equiv or .rhosts. Having a cron job remove non-agreed upon ones is great. Verify that all .rhost and .netrc files (if allowed) permissions are 600. Having the cron job automatically fix this is great too. 

FTP Security 

As with other services, if you do not need this functionality, turn it off. You can turn off incoming FTP or simply certain users. If you need full FTP functionality, be certain to enable logging and monitor syslog. 

Since you only want valid users using FTP, make sure you have /etc/ftpusers include all system accounts (uucp, bin, daemon, sys, adm, lp, root, ...). If there are other users who do not need FTP, also place them in this file. Only allow the users that actually need them. Give them the least amount of access possible. Do not allow writable directories unless absolutely necessary. If writable directories are needed, sometimes write only directories can be utilized. 

Modem Security 

Having modems hooked up to one central point makes security easier. All modems should have additional dial-up password for additional security. To do this, setup /etc/d_passwd (see d_passwd man page). Once you are finished, verify that passwords are not guessable by using CRACK. As usual, use one password per user. Be certain to disable the account when the user no longer needs access. All dial-up modems should log users out upon disconnect (hupcl in/etc/gettydefs) 

Verify your work 

Use SATAN to make sure you haven’t missed any obvious holes. Add all your networking patches. Try to break into your site.

8. CONCLUSION

The UNIX  operating system was designed to let a number of programmers access the computer at the same time and share its resources. The operating system coordinates the use of the computer’s resources, allowing one person, for example, to run a spell check program while another creates a document, let another edit a document while another creates graphics, and lets another user format a document—all at the same time, with each user oblivious to the activities of the others. The operating system controls all of the commands from all of the keyboards and all of the data being generated, and permits each user to believe he or she is the only person working on the computer.This real-time sharing of resources make UNIX one of the most

powerful operating systems ever. Although UNIX was developed by programmers for programmers, it provides a environment so powerful and flexible that it is found in businesses, sciences, academia, and industry. Many telecommunications switches and transmission systems also are controlled by administration and maintenance systems based on UNIX. While initially designed for medium-sized minicomputers, the operating system was soon moved to larger, more powerful mainframe computers. As personal computers grew in popularity, versions of UNIX found their way into these boxes, and a number of companies produce UNIX-based machines for the scientific and programming communities.
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