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Thread is the unit of dispatchable portion of a process. In modern languages, you can specify many threads, have them run at the same time and independently of each other. This is called multithreading. 

Java was designed with this in mind from the beginning. It provides all the 

necessary tools to use threads easily on most platforms. 

Think of a simple stockbroker application with three behaviors that the user can 

choose from. One of the operations could be “download last stock option prices,” another could be “check prices for warnings,” and a third, time consuming operation could be “analyze historical data for a specific company.”
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Fig. 1 Concept of Threads

In a one-thread environment these actions are executed strictly one after the other. 

If some historical analysis takes half an hour, and the user selects to perform a download and check afterwards, a warning may come too late for the user to make a sell or buy the stock. Ideally you might want all these operations done in parallel, which requires multithreading (Fig.1). 

After understand that there is need of the concept of thread in solving real life 

problems, let’s discuss how to implement this kind of behaviors in application with thread. 

1. New Threads

The first step in writing a multithreaded program is to identify the independent 

executable units. These units are series instructions that will be executed by threads. In Java, you provide these instructions in a public void run() method. This method is called when the thread is started (Fig. 2).

         There are two ways to create a thread in Java: extending the Thread class or 

implementing the Runnable interface. 

A. Creating a thread by extending the Thread class:
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Fig. 2 The identification of Thread

          This is the easier way in the two methods of creating a thread. In most cases, 

the reason you want to create a thread is to have an object to execute the behavior in a separate thread. And the execution is performed by the object in parallel with other operations only one time. To keep things easy and clear, you can declare the behavior in a new class which extends from the class of Thread. 

· Declaring: 

The Thread class has a public void run() method. It is simply an empty method. You need to override this method with your instructions for your thread: 





public class MyThread extends Thread{






public void run(){







// Your instructions here






}





}

· Instantiating:

Once you have the class, you can get an instance of it, usually by calling the no parameter constructor: 

MyThread testThread=new MyThread();
You can use other constructors also. The example here is automatically calling the default constructor of its super class – Thread.

B. Creating a thread by implementing the Runnable interface: 


There is no concept of multi-inheritance in Java. To get around with that, you can extend a class while letting it to implement an interface. Besides this, an instance of your class can be target of other threads. This way is more flexible than the previous method, but you need one extra step to create the thread. 

· Defining:
There is only one method in the Runnable interface: 

public void run();

you can override this method  while you implementing it as following: 

public class MyRunnable implements Runnable{




public void run(){



    
// Your instructions here}



}

· Instantiating:
Once you have the class, you need to get an instance of it by calling one of the 

         constructors:  
MyRunnable firstRunnable = new MyRunnable;

This instance contains the instructions of the thread you are going to create. The way to do it is to pass this instance as  a parameter:


Thread testThread = new Thread (firstRunnable);
C. Starting an instance of a Thread


You have a thread created by either of the two methods. It is just like other objects in a way that you can access its variables and call its methods. But it is not doing anything on its own. It is ready to run, but is not running until you ask it to start by calling the start() method in the Thread instance: 

testThread.start();
By calling this method, a new flow of execution with your instructions starts immediately. The instructions defined in your thread run() method will be running in parallel with other executions. This other executions are those right after start() method call. 

In the case of implementing the Runnable interface, the run() method is not called directly. It is called by the default run() method of the Thread instance. The result is the same as the other way. 

You can call start() method only once for a thread. If you try to call it more than that, an illegal ThreadStateException will be thrown. If you do want to start the same thread twice or more, you can use the second method, which is to implement the Runnable interface. In this way, you can create a thread many times and ask them to run with the same parameter as target.  

2. Threads in the Running State


Similar to a process, a thread can be in different states. Its state can be changed when there is any cause triggers it. The thread states are: 

· Running: the state that all threads are trying to get in;

· Various waiting states: Waiting, Sleeping, Suspended, Blocked;

· Ready: Not waiting for anything except the CPU;

· Dead: All finished.

When a thread is in the running state, it executes its run() method concurrently with 

other threads.  Running threads cooperate, share resources, and even compete with each other to get their own tasks done as soon as possible. Because there is limited number of CPU available in computer, also the instructions have to be performed one at a time in CPU, threads have to take turns to run. Usually they switch between each other so fast that the users have the impression that they are running in a real parallel fashion. 


To be running without stop is the best situation all the threads want to be able to do, but it does not necessarily happen all the time. 

3. Sleeping Threads and Interruptions
When a thread is sleeping, it is in the suspended state we mentioned previously.  First of all, what is the reason that a thread in the sleeping state? Think of the example of stockbroker from the beginning. Suppose one thread downloads the latest stock prices and analyzes them in a loop. However, downloading this information every millisecond will be a waste of time because most of them will be very similar. In addition, it might be a big waste of the usage of bandwidth. 

The simplest way to solve this is to include a delay of five minutes after each download. In Java, you can do this by calling the sleep(long n) method of Thread. This is a static method that will make the current thread go to sleep for the specified number of milliseconds, as shown in following: 

Thread.sleep(5*60*1000);

This will make the current thread sleep for five minutes, while other threads keep running. 


While a thread is sleeping, a different thread may interrupt it by using the thread instance method interrupt(): 

sleepingThread.interrupt();

If a thread has been interrupted, the sleeping thread wakes up prematurely. During the sleeping state, the thread doesn’t get a run at the CPU. It will be swapped out of current memory space. It becomes a candidate for running only after the sleep period has finished or it gets interrupted. 

4. Concurrent Access Problems and Solutions


So there are ways that threads interact with each other. Here we’ll deal with the problems that can happen when different threads try to access the same information. 


One important point to keep in mind is that there is no guarantee that two lines of code will be executed by the CPU one after the other. Even with the simple instruction like increment the variable i by one.  This is executed by the CPU not in one step, but in three:

 

e.g. i++;

bring “i” to register;

add 1 to register;

store register onto “i”.

The CPU may swap over to a different thread at any time between these steps. Without proper protection, another thread (could even be a cooperating thread) can modify the variable at the wrong moment, therefore changing the results of the thread. 

The following discussion is about two ways of solving these problems. They apply to two different scenarios. 

A. Using volatile to Transmit Single Variables Between Two Threads:

Consider the situation in which one thread sets a value, and sometime later the second thread gets the value and does something with it. The Java code is as following: 

public class transfer{


private Object value;


public set(value){   this.value=value;  }


public Object get(){   return value;  }

}
Threads are allowed to keep copies of member variables in their local memory without necessarily checking to find out if the local copy is current. Because of this, the first thread may not really write the value to the member variable, and the second thread may not re-read the member variable after it has a copy of it.  This might cause the two threads get out of consistency. (Fig. 3.1)







Fig. 3.1 The concept of Volatile
To make threads aware that some variables may be used by other threads, you need to use the volatile keyword as a modifier of the member variable definition: 

public class transfer{


private volatile Object value;


public set(value){   this.value=value;  }


public Object get(){   return value;  }

}

      Then for these variables, the threads will never use local copies. Instead, they will    

      always use shared memory for reading and writing. (Fig. 3.2) 



Fig. 3.2 The concept of Volatile
      If there is only one thread dealing with the affected member variables, then this works 

      all right. The local copies are always current. This leads us the concept of 

      synchronized. 

B. Using synchronized to Transmit Groups of Variables Among Multiple Threads:

When there is a group of variables that needed to be “exclusive” for a thread, in Java, you can use the synchronized keyword without the need for making variable volatile. 

      A thread can only enter a synchronized block if it can lock on the object, and it 

      releases it when it finishes. As shown as the first thread in Figure 4. 

                             Thread 1


Thread 2




Fig. 4 The concept of synchronized
Otherwise, the thread gets stuck at the entrance of the synchronized block, and it will only get in when the owner of the block releases it. As shown as the second thread in Fig. 4.  Many threads may be stuck in this way, but they will get the lock one at a time, in an orderly fashion. The synchronized block can be a method or anywhere specified by the programmer. One example is shown as following: 

public class StatusInfo{

private float temperature, pressure, nitroConcentration;

public synchronized void update

 

         (float temperature, float pressure, float  nitroConcentration){

this.temperature=temperature;

      this.pressure=pressure;


      this.nitroConcentration=nitroConcentration;

}

public synchronized void analyze(){

if (isDangerousCombination




(temperature, pressure, nitroConcentration);


stopManufacture();

}

}

In this example, the analyze method always gets the updated information. 

5. Signaling with Wait, Notify, and NotifyAll

We have touched one way of sending information between threads which is to interrupt a sleeping thread. However, it is not a general way of sending message to a thread. The purpose of an interruption is simply to stop the thread as soon as possible, no matter what it was doing at the moment. 

To ensure the right sequence of execution, in Java, a signaling system is provided for threads. In other words, you are provided with tools allow threads coordinate with each other for the right results. The tools include wait, notify and notify all. Wait and notify are used by two interdependent threads, whereas notifyAll are used when there are many threads waiting. This is a more object-oriented approach. The reason is that it is more based on the objects that the threads are dealing with. The codes are shown as following: 

void wait() 

 //  Waits for a condition to occur

void notify() 
             //  Notifies a thread that is waiting for a condition 

 
 
that the condition has occurred

void notifyAll()   
// Notifies all the threads waiting for a condition 

        

that the condition has occurred

In the case of two threads that depend on each other to proceed with their execution, they can use wait and notify to interact safely and at the right time. (Fig. 5)









Fig. 5 Wait() and Notify()

The thread, which has the lock, releases the lock and waits. It requires the lock for it to continue. So it may be blocked until it gets the lock. It waits until other threads’ call notify on this object. Then this thread gets the lock again and continues. When there are 






Fig. 6 Deadlock

many threads waiting, you need notifyAll as shown in the following example: there is one writer and many readers. When the writer finishes the writing, he needs to tell one reader and one is sufficient. However, when a reader does the reading, he needs to tell everybody else to make sure the writer gets the announcement also. 

Public class Multiplewriters{

   private Object item;

           public synchronized void write(Object o) throws

   InterruptedException{

 while (item!=null) wait();

 item=o;

      

  notify(); // single writer, notifying one reader

   // is sufficient

   }
 Public synchronized Object read() throws

   InterruptedException {

 while (item==null)

wait();

 Object myItem=item;

  item=null;

  
  notifyAll();          // multiple readers, 



 



// notifyAll ensures writer notification

  return myItem;

   }

 }

6. When Threads Freeze: Deadlock


When threads are required to have lock to access some information. A deadlock is likely to happen as shown in figure 6. Thread 1 has a lock, which is lock 1 (L1) and needs lock2 (L2) to continue. But L2 is currently owned by thread 2. One the other hand, thread 2 needs L1. Then both threads get stuck for a while. This situation is called “Deadlock”. 


Deadlock is one of those problems that are difficult to solve. Especially because things just stop happening and there are no friendly exception stack traces to follow, which is the technique used in Java dealing with error conditions. They might be even impossible to replicate, because they always depend on what many threads may be doing at a particular moment in time. The best way to avoid deadlock applications is to plan in advance. You need to consider all the different paths that a thread will follow, and the different combinations of locks that it will acquire in each path. This tree of paths can be combined with the trees for other threads, making it easy to detect possible deadlocks, and if they appear, the design can be changed before it is too late. 

7. Scheduling: Problems and Solutions


So far it appears that it is not possible to predict when the currently executing thread will be swapped for a different one, and which thread will be chosen next. It all depends on the Java virtual machine and the underlying operating system. Even so, there are some sure ways to get your threaded application to perform reliably on any platform. 

There are two steps to consider: the first, when the current thread loses its turn at CPU; the second, which thread will be the next to come. 


A thread will always lose its turn when it calls yield(), which is a static method of thread: 

Thread.yield();    //will give up the turn on the CPU

Using yield() is always part of a good style for a programmer. It is used to give up the turn voluntarily. Other than yield(), the turn can be given up when the current thread sleeps, waits, or does a blocking I/O operation. In most systems the turn is also lost when a higher priority thread becomes a candidate to run. It could be either after starting, waking up or being notified returning from a blocking I/O. But this is not guaranteed for all systems. Some systems will force another thread to be swapped in replacing the current running thread. This is happening because there is a limited CPU time-slice designated to each thread. The results are also system dependent. 


Which one is going to be executed next? In Java, you are allowed to specify the priorities of threads. No lower priority thread gets executed while a higher priority one needs to be executed. This is not guaranteed either. The method setPriority() of thread instance accepts an integer between 1 and 10. 

setPriority(int n)  // n=1 to 10

You need to also consider that there are threads already running on the Java virtual machine when your application is first called, such as main (priority 5), because your threads will have to compete with them. There are three static final integers set for priorities: 

MIN_PRIORITY

1

NORM_PRIORITY

5

MAX_PRIORITY

10

 For most applications, there is no need to think about setting priorities because NORM-PRIORITY will be used for your threads automatically. 

8. The End of the Thread


The job of a programmer is never finished. Even after you have all your threads working the way you expected. There are more details of how to finish. 


If it is fine to just pull the plug on the whole application, you can call system.exit(n). But usually you might want to clean up, saving and closing files, or any other the end of day cleaning activities. Again, this is system dependent. 


A well-behaved thread has a predictable exit point, either by returning normally from the run method or by throwing an unchecked exception. In either case, the thread is not running and consuming resources any more. 


Unfortunately, the normal way might not happen all the time. Most blocking I/O operations don’t respond to interrupt() signals, and neither do threads that are trying to acquire a lock. In the case of blocking I/O, a good way to exit can be done by closing the underlying stream from a different thread. The I/O method will raise an appropriate exception. Other cases might be difficult or sometimes impossible to cancel. 

Summary
a. We have discussed:  

1. How to create threads by extending Thread class and by implementing Runnable interface, and how to start them;
2. How to share information effectively, threads use synchronized blocks of code;
3. How to coordinate activity through time, using wait/notify model;
4. What different thread states ( new, dead) are, when threads go in and out of sleeping, waiting, blocking on I/O, and acquiring lock states.
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