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1. Threads and Processes

1.1 Processes: also called stack

execution of an individual program

can be traced.

1.2 Thread

A thread simply defined, is  a single path of execution in a computer.

1.3 In-Process and Out-of-Process Comparison

· Out-of-Process are always EXE files.


-- the server component and client share the same executable space under the operating system.


-- the server component and the client share some of the same memory.

· In-Process  server are always DLL files.

Performance: In-Process server component shares the same process space with its client at run time, communication between the in-process server component can avoid the ActiveX interface. The client can call the in-process server component efficiently.

Flexibility and Availability:Out-of-process server can provide classes that are either SingleUse or MultiUse.

1.4 Managing Threads in an Out-of-Process Server

Win32 and beyond, a single application  may use >1 thread, advantageous if application instantiates the same object at the same time. Each object can have its own thread.

VB5 and above use a type of threading known as Apartment-model threading.  When threads run under this model,the object is unaware of objects in other threads and has its own copy of global data.

1.5 Performance
In-Process Server Component shares the same process space with its client at run time, communication between the in-process server component can avoid the ActiveX interface.  The client can call the in-process server component very efficiently.

1.6 Flexibility
Only out-of-process server component can provide classes that are either SingleUse or 

MultiUse.

MultiUse - more than one client is trying to call the same code at the same time.

2 Component Object Model(COM)

2.1 What is COM?

The Component Object Model (COM) is a way for software components to communicate with each other. It's a binary and network standard that allows any two components to communicate regardless of what machine they're running on (as long as the machines are connected), what operating systems the machines are running (as long as it supports COM), and what language the components are written in. COM further provides location transparency: it doesn't matter to you when you write your components whether the other components are in-process DLLs, local EXEs, or components located on some other machine. 

2.2 Characteristics of COM

COM objects are well encapsulated. You cannot gain access to the internal implementation of the object; you have no way of knowing what data structures the object might be using. In fact, the objects are so well encapsulated that COM objects are usually just drawn as boxes. 

COM defines an application programming interface (API) to allow creation of components for use in integrating custom applications or to allow diverse components to interact. However, in order to interact, components must adhere to a binary structure specified by Microsoft. As long as components adhere to this binary structure, components written in different languages can interoperate.

2.3 How is COM implemented

Interfaces: Communications with an object

That's where interfaces come in. The only way to access a COM object is through an interface

An interface is two things. First, it's a set of functions that you can call to get the object to do something. In C++, interfaces are represented as abstract base classes. For instance, the 

definition of IFoo might be:

class IFoo {

   virtual void Func1(void) = 0;

   virtual void Func2(int nCount) = 0;

};

an interface is a contract between the component and its clients. In other words, an interface not only defines what functions are available, it also defines what the object does when the functions are called. This semantic definition is not in terms of the specific implementation of the object, so there's no way to represent it in C++ code (although we can provide a specific implementation in C++). Rather, the definition is in terms of the object's behavior, so that revisions to the object and/or new objects that also implement the interface (contract) are possible. In fact, the object is free to implement the contract in any way it chooses (as long as it honors the contract). In other words, the contract has to be (gasp!) documented outside of the source code. This is especially important since clients won't get (and don't need) the source code.

This notion of a specific contract is crucial to COM and to component software in general. Without "ironclad" contracts, it would be impossible to interchange components.

Standard interfaces

COM defines a large set of standard interfaces and their associated IIDs. For instance, the mother of all interfaces, IUnknown, has an IID of "00000000-0000-0000-c000-000000000046" (the hyphens are part of the standard way of writing GUIDs). This IID is defined by COM and you need never refer to it directly; instead, use the symbol IID_IUnknown, which is defined for you in the headers.

The IUnknown interface has three functions:

HRESULT QueryInterface(REFIID riid, void **ppvObject);

ULONG AddRef();

ULONG Release();

Creation of objects

Once our CLSID is associated with an object type (more on this later), we can create an object. As it turns out, this is very simple-just one function call:

IFoo *pFoo = NULL;

HRESULT hr = CoCreateInstance(CLSID_Foo, NULL, CLSCTX_ALL,

               IID_IFoo, (void **)&pFoo);

If CoCreateInstance succeeds, it creates an instance of the object identified by the CLSID GUID, CLSID_Foo. Note that there's no such thing as a "pointer to the object"; instead, we always refer to the object through an interface pointer. So we have to specify which interface we want (IID_IFoo) and pass a pointer to a place for CoCreateInstance to store the interface pointer.

The two parameters we've not discussed yet are not important at the moment.

Once we make the call, we check to make sure that the call succeeded and go ahead and use the object:

if (SUCCEEDED(hr)) {

   pFoo->Func1();   // Call methods.

   pFoo->Func2(5);

   pFoo->Release();   // MUST release interface when done.

}

else // Creation failed...

CoCreateInstance returns an HRESULT to indicate whether it succeeded or not. Always use the SUCCEEDED macro to check the result since nonnegative values mean success. In fact the most common success code, S_OK, is zero-so a check like "if (hr) // Success" won't work at all. Once the object has been created successfully, you can use the interface pointer to call the methods of the interface, as shown above.

It is vitally important that you release the interface pointer when you're done with it by calling Release. Note that since all interfaces are derived from IUnknown, all interfaces support Release. The COM object is responsible for freeing itself when you tell it you're done with it, but it relies on you to tell it when you're done. If we'd forgotten to call Release, the object would be leaked (and locked in memory at least until our application closed-and perhaps until the system is rebooted). Messing up object lifetime is a very common COM programming problem-and it's often difficult to find. So be careful, starting now. Note that we only release the interface if we were actually able to create it.

GUIDs and the registry

So how did COM find the object's code in order to create it? Simple: it looked in the registry. When a COM component is installed, it has to have entries made in the registry. For our Foo class, the entry might look something like this:

HKEY_CLASSES_ROOT

  CLSID

    {E312522E-A7B7-11D1-A52E-0000F8751BA7}="Foo Class"

      InprocServer32="D:\\ATL Examples\Foo\\Debug\\Foo.dll"

2.4 Interface - A closer look

Interface

Interfaces are the basic concept of COM. An interface is a group of methods definition (read signature) conceptually related. In COM this group of methods definition gets mapped at the binary level into a standard (among C++ compilers) layout (the so called VTable function pointer). 
Remember that interfaces describe methods signatures, not the implementation of them.
Interfaces are implemented by COM objects. 
A COM object implements one or more interfaces (the IUnknow interface is the only mandatory interface that each COM object must implement). 
An interface can be implemented by more than one COM object.
There is one "particular" (read "abomination") interface called the Dispatch interface (This interface is particular for the role it plays not for its binary layout). The Dispatch interface let's you define a so called Dispatch-based interface (aka Dispinterface). A Dispinterface is a logically related group of methods that are not mapped into to the corresponding binary layout. In the case of Dispinterfaces, method invocation pass through the Dispatch interface (specifically its Invoke method) that acts as a kind of gateway for the invocation of your Dispinterface methods. The method signature of the Invoke method is defined to accomodate "most" of method signature and data types. 
The set of the data-types available in Dispinterfaces is a subset of the data types available in COM. This subset is called automation compatible data-types. The fact you have to deal with a subset is not due directly to a limitation of the Invoke method. This limitation comes from the fact that Dispinterfaces can use only the automation marshaler when they have to marshall datas across apartments and processes. Standard interfaces can use they own marshaler that can handle a wider set of data types. 
When you bind to a "standard" interface you are early-binding to the interface. When you bind to a Dispinterface you are late-binding to the (Disp)interface.
Of course, early-binding out-performs late-binding cause the last one involves the overhaed of packing and unpacking datas back and forward to fit them into the Invoke method.
When you early-bind to an interface the compiler can check at build-time that methods of the interface are invoked correctly (method name, data types ..etc)
When you bind to a Dispinterface (that is when you late-bound) these checks can be done only at run-time.
What about VB ? 
When you (blindly :) ) start typing methods in the Class1 module VB:
- silently creates a _Class1 interface and accomodate the methods signature into it. 
- Define Class1 has implementing the _Class1 interface.
Additionally VB defines _Class1 as a Dual interface, that is, it sets up a standard _Class1 interface AND a Dispinterface counter-part of the _Class1 interface, so that you can access your methods via early-binding AND late-binding. 
Note that VB marks this interface as the default interface of the object (remember you can define additional interfaces in your class via the Implements keyword). 
The fact that VB doesn't let you define "pure interfaces", that is, interfaces without their Dispinterface counterpart, limit VB developer to ole automation data types, even if they early-bound to the interface

2.5 DCOM

Distributed COM  is an extension to COM that allows network-based component interaction. While COM processes can run on the same machine but in different address spaces, the DCOM extension allows processes to be spread across a network. With DCOM, components operating on a variety of platforms can interact, as long as DCOM is available within the environment. 

2.5

3. Threading Model

3.1 Apartment Threading Model
In Visual Basic, apartment-model threading is used to provide thread safety. In apartment-model threading, each thread is like an apartment - all objects created on the thread live in this apartment, and are unaware of objects in other apartments.

Visual Basic’s implementation of apartment-model threading eliminates conflicts in accessing global data from multiple threads by giving each apartment its own copy of global data

3.2Why Multithread? 

Why all the fuss about multithreading if there is so much potential danger involved? Because, in certain situations, multithreading can dramatically improve performance. In some cases it can improve the efficiency of certain synchronization operations such as waiting for an application to terminate. It allows more flexibility in application architecture. 

3.3 Types of Threading Model

3.3.1 The Use of COM objects in Threading Objects

3.3.2 Major Types of files in Visual Basic 

DLL

A library containing API functions or procedures that are accessible to and called from a Visual Basic application.

EXE

An application that can run outside the development environment and ahs an EXE file extension.

3.3.3 Single- threaded Apartment (STA) 

One or more threads in a process use COM and calls to COM objects are synchronized by COM. Interfaces are marshaled between threads. A degenerate case of the single-threaded apartment model, where only one thread in a given process uses COM, is called the single-threading model. Previous Microsoft information and documentation has sometimes referred to the STA model simply as the "apartment model."


This model was introduced in the first version of COM with Windows NT3.51 and later Windows 95. The apartment model consists of a multithreaded process that contains only one COM object per thread. Single Threaded Apartments (STA)- This also means that each thread can be called an apartment and each apartment is single threaded. All calls are passed through the Win32 message processing system. COM ensures that these calls are synchronized. Each thread has its own apartment or execution context and at any point in time, only one thread can access this apartment. Each thread in an apartment can receive direct calls only from a thread that belongs to that apartment. The call parametes have to be marshalled between apartments. COM handles marshalling between apartments through the Windows messaging system.

3.4 Multi- threaded Apartment (MTA)

One or more threads use COM and calls to COM objects associated with the MTA are made directly by all threads associated with the MTA without any interposition of system code between caller and object. Because multiple simultaneous clients may be calling objects more or less simultaneously (simultaneously on multi-processor systems), objects must synchronize their internal state by themselves. Interfaces are not marshaled between threads. Previous Microsoft information and documentation has sometimes referred to this model as the "free-threaded model."


This model was introduced with Windows NT 4.0 and Windows95 with DCOM. The free threaded model allows multiple threads to access a single COM object. Free threaded COM objects have to ensure thread synchronization and they must implement message handlers which are thread aware and thread safe. Calls may not be passed through the Win32 messaging system nor does COM synchronize the calls, since the same method may be called from different processes simultaneously. Free threaded objects should be able to handle calls to their methods from other threads at any time and to handle calls from multiple threads simultaneously. Parameters are passed directly to any thread since all free threads reside in the same apartment. These are also called Multi-Threaded Apartments ( MTA )

3.5Thread Neutral Apartment Model
Components that use the Thread Neutral Apartment model (TNA), mark themselves as Free Threaded or Both. Here the component instances run on the same thread type as the caller's thread. Each instance of a COM class can run on a different thread each time a method is called. When a thread is executing a method in a COM object, and that method creates a new object, MTS will suspend the current thread and create a new thread to handle the new object. Like the MTA, TNAs allow more than one thread to enter an apartment. However, once a thread has entered an apartment, it obtains an apartment-wide lock and no other thread can enter that apartment until it exits. This model was introduced into MTS and COM+ to ensure that context switches are faster.
3.6  Single/Multi-Threaded Model
-Conceptual framework for 

-describing the relationship between threads and objects.

-the concurrency relationships among objects

-the means by which methods calls are delivered to an object

-the rules for passing interface pointers among threads

3.3.7 

A COM interface 

can be marshalled using standard marshalling or custom marshalling. In standard marshalling, proxy and stub code will marshall and unmarshall the parameters and/or return values of an interface method call between processes. The Microsoft Interface Definition Language (MIDL) compiler can be used to generate proxy and stub code to standard-marshall a COM interface.

In custom marshalling, the object will implement IMarshal to marshall the entire object to another process space. See the COM Specification (MSDN Library, Specifications) and Chapter 6 of Kraig Brockschmidt's Inside OLE, Second Edition (MSDN Library, Books), for further information on custom marshalling.

An interface can also be standard-marshalled by a marshaller provided by Automation. This Automation marshaller can marshall any custom interface that is described using a type library and that uses a limited set of data types called the Automation compatible types. This marshaller implements Automation's VTBL binding. VTBL binding is the mechanism used by any COM interface client to bind to the implementation of the COM interface in the server. Automation uses this term to distinguish it from other binding mechanisms that it supports, such as late binding and ID binding.

3.8The MTS(Microsoft Transaction Server) model
A basic MTS architecture is shown in the Figure below and is made up of:
The MTS Executive (mtxex.dll) 

The Factory Wrappers and Context Wrappers for each component 

The MTS Server Component 

MTS clients 

Auxiliary systems like COM runtime services, the Service Control Manager (SCM), the Microsoft Distributed Transaction Coordinator (MS-DTC), the Microsoft Message Queue (MSMQ), the COM-Transaction Integrator (COM-TI), etc. 
COM components that run under the control of the MTS Executive are called MTS components. MTS components are all developed as in-proc DLLs and are implemented as one or more COM components. These components are deployed and run in the MTS Executive which manages them. As is usual with COM components, the object implementing the IClassFactory serves as a Factory Object to create new instances of these components. 
MTS is primarily a container for in-process server side components.
In database applications, Transactions ensure integrity of data by combining a set of actions into a single atomic unit. A transaction is said to be committed if all the actions succeed as a whole and a rollback occurs if they fail. MTS allows you to define and use transactions within COM objects.
MTS can also be defined as a component-based programming model. An MTS component is a type of COM component that executes in the MTS run-time environment. To be qualified as an MTS component, it has to meet all the requirements of a COM component and the component should be developed as a DLL. Components that are implemented as EXEs cannot run in an MTS environment.
Just as a COM component can be modelled on the basis of interfaces and their implementation, MTS enforces modelling based on the component's state and behavior. This allows applications to coordinate their state across multiple machines. Since they are composed of COM objects, MTS applications can be implemented in a variety of different languages including Visual Basic, Java, C++ and even COBOL!
MTS handles communication between components through DCOM and HTTP protocols. This allows MTS to expose its components both to 16-bit and 32-bit applications from anywhere on the net or the web. 
Some of the unique features that MTS brings into the component world are:
A unique Threading model : Components that use the Thread Neutral model (TNA), mark themselves as Free Threaded or Both. MTS handles thread synchronization for you by automatically creating threads when required and preventing you from creating threads of your own from within MTS components. MTS defines an Activity as a single execution context ( single logical thread of execution ) across different machines. MTS prevents more than one thread from calling into an Activity at any single point in time.

Roles and Packages : MTS takes Security to a totally new level. Packages are defined as a collection of MTS components that make up an application. Roles are a logical group of users of an MTS application. Security is administered to the whole package instead of its individual components. MTS thus separates the application security model from the OS's security model. This way, the security level of an MTS application can be programatically set. 
Just in Time(JIT) Activation : MTS components are created only when they are required and are released as soon as they have finished. This concept called Object pooling increases the efficacy of object life-time management by calling methods on one of the object's interfaces to tell it when to obtain and free resources.
The MTS run-time is divided into three different parts:

The Surrogate process (MTS.EXE)
An NT Service called the Microsoft Distributed Transaction Coordinator ( MS DTC )
An Administrative tool called the MTS ExplorerThe Surrogate Process: MTS can wrap components to provide a single execution context without you having to write components specifically for MTS. Once a component is registered as an MTS object, MTS.EXE will create a surrogate object or a class factory wrapper for that component and a context object through COM containment. This surrogate object now calls the class factory of the original component. This means that whenever calls are made to any component, MTS intercepts these calls. This allows MTS to provide facilities without either the client or the component having to be specifically written for MTS. One of the responsibilities of the context object is to cache the typelib info for each interface so that MTS can do object pooling efficiently.
Microsoft Distributed Transaction Coordinator: The DTC facilitates distributed transactions. If an MTS object were to fail during a transaction, all other objects in the transaction are aborted regardless of what machine they are running on. This service helps create transaction context objects that are used in the component context objects and helps in ensuring proper rollback of transactions. It is the MS DTC which provides MTS the scalability and the fail-safety required of any TP monitor program.
Resource Managers and Resource Dispensers : While the DTC coordinates transactions, it relies on the resource providers to understand particular types of data and know how to commit or rollback changes on those resources. Resource Managers handle data that is not lost should the system fail. If the system should fail, the state of a dispenser is not maintained because, Resource Dispensers handle non-durable data. MTS comes with one resource manager SQL Server 6.5 and a couple of resource dispensers ODBC Resource dispenser and Shared Property Manager.
MTS Explorer : To the system administrator, this is the visible part of MTS. It has a couple of main roles. It manages the objects that MTS can use and it allows the administrator to monitor the state of running objects.
In MTS, methods are invoked across a network or machine boundaries, using a modified version of DCE's RPC (like DCOM) or are directly accessed using the Microsoft Message Queue Sever (MSMQ). 
Distributed security services are provided by the NT Lan Manager (NTLM) security protocol supported by both Windows and Windows NT. 
MTS today relies on the Domain Name System (DNS) for Directory services. With NT 5.0, both DCOM and consequently MTS, will make use of a combination of the Lightweight Directory Access Protocol (LDAP) and DNS for providing directory services.
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