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File system overview


A file management system is a set of system software that provides services to users and applications to deal with files, such as: storing and retrieving data, optimizing performance, minimizing the potential for lost or destroyed data, supporting multi-user, etc.
Generally speaking, there are 5 levels in a file system, although different systems may be organized differently. From inside to outside, they are access method, logic I/O, basic I/O supervisor, basic file system and device driver (Fig 1). 

Suppose we have a user program that is making a saving file operation. At first, we need an access method, which specifies the way files are organized logically and provides methods to retrieve files. And then logical I/O enables user programs to access records. The logical unit of access of a file is records, while the unit of I/O with the physical devices (say, a floppy disk) is blocks. For I/O to be performed, records must be organized as blocks. This level stores the basic information about files, such as file logical location, length, creating time, etc. On the Basic I/O Supervisor level, the destination I/O device is selected to perform the I/O operation. This level also deals with scheduling disk or tape accesses to optimize performance. Next, basic file system is responsible for placing blocks of data onto secondary storages. At the lowest level, device drivers communicate directly with peripheral devices. It is responsible for starting and completing I/O operations.

Figure 1. File System Software Architecture[1]

An introduction to Linux Operating System

Linux is a Unix-like operating system, which runs on PC-386 computers, created by Linus Torvalds in 1990. As time went by, Linux got its popularity as a tool for Internet Service Providers. It ran on relatively inexpensive Intel Hardware and was very flexible to adapt to any change in needs. Linux became quite popular when the Apache Web server became more and more popular. Nowadays, Linux is the most used Web server platform on the Internet. 

Table1. Server Market Share (on shipped unit basis).[2]

Source: IDC, 2000
In terms of units shipped, IDC predicts that by 2003 there will be a race between Windows 2000 and Linux (Table 1). It’s true that the market share of Linux tends to be exaggerated by the measurement of units shipped, however, these figures show us the amazing promotion of popularity of Linux at the lease sense.
Short history of Linux File Systems
In its very early days, Linux was developed upon the Minix operating system, so the Linus decided to support the Minix filesystem. In order to facilitate the addition of new filesystems into the Linux kernel, a Virtual File System (VFS) layer was developed. 

However, the restrictions in the design of the Minix filesystem (the file name was short, the file size was too limited) made people starte working on the implementation of new filesystems in Linux. 

· “Extended File System”' was implemented in April 1992. This new filesystem removed the two big Minix limitations: its maximal size was 2 giga bytes and the maximal file name size was 255 characters.

· Still this FS had some flaws, therefore, in Jan. 1993, second extended FS and Xia FS were released. 

· When the two new filesystems were first released, they provided essentially the same features. Due to its minimal design, Xia FS was more stable than Ext2fs. As Ext2fs were used more widely, bugs were fixed and lots of improvements and new features were integrated. Ext2fs is now very stable and has become the de-facto standard Linux filesystem.  It is also the most successful file system so far in the Linux community.

Table2. A comparison of Linux File Systems[3].


Currently, Linux kernel support a number of FS types. Extended FS is replaced by second extended FS. Network FS allows access to remote files on network. UMSDOS FS is applied to installs Linux on an MS_DOS partition MS-DOS FS accesses MS-DOS files. HPFS is the OS/2 FS. ISP9660 FS is used by most CDROMs. System V FS is applied to accesses files from system v(other Unix) OS. Novell FS is to access files from a Novell server. SMB FS is to access files from a Windows for Workgroups or Windows NT server. 

Virtual File System constitutes an extra layer above FS, which defines a set of functions that every filesystem has to implement, and is used during system calls acting on files (Fig 2). The VFS is an indirection layer which handles the file oriented system calls and calls the necessary functions in the physical filesystem code to do the I/O.  

When a process issues a system call including a file operation, the kernel calls a function contained in the VFS. The VFS knows about filesystem types supported in the kernel. VFS function redirects the call to a function contained in a specific filesystem code, Filesystem code uses the buffer cache functions to request I/O on devices.

Figure2. The Virtual File System Structure
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Characteristics of Second Extended File System

· While the original kernel code restricted the maximal filesystem size to 2 GB, recent work in the VFS layer have raised this limit to 4 TB. Thus, it is now possible to use big disks without the need of creating many partitions.

· File attributes allow the users to modify the kernel behavior when acting on a set of files. One can set attributes on a file or on a directory. In the later case, new files created in the directory inherit these attributes.

· Ext2fs allows the administrator to choose the logical block size when creating the filesystem. Block sizes can typically be 1024, 2048 and 4096 bytes. Using big block sizes can speed up I/O since fewer I/O requests, and thus fewer disk head seeks, need to be done to access a file. Combing the frequency of sequential operations with the potential for locality of reference, we can say that the I/O transfer time is reduced by using larger blocks. The competing concern is that larger blocks required larger I/O buffers, making buffer management more difficult. 

· Additionally, most of the advantages of larger block sizes are obtained by preallocation techniques. When writing data to a file, Ext2fs preallocates up to 8 adjacent blocks when allocating a new block. This preallocation achieves good write performances under heavy load. It also allows contiguous blocks to be allocated to files, and thus it speeds up the future sequential reads.  

· Ext2fs implements fast symbolic links. A fast symbolic link does not use any data block on the filesystem. The target name is not stored in a data block but in the inode itself. This policy can save some disk space (no data block needs to be allocated) and speeds up link operations (there is no need to read a data block when accessing such a link). 

· A special field in the superblock is used by the kernel code to indicate the status of the file system.

· Ext2fs takes advantage of the buffer cache management by performing readaheads: when a block has to be read, the kernel code requests the I/O on several contiguous blocks. This way, it tries to ensure that the next block to read will be loaded into the buffer cache at the same time.

· Block groups are used to cluster together related inodes and data: the kernel code always tries to allocate data blocks for a file in the same group as its inode.

A performance test

Performance test have been made on a middle-end PC, based on a i486DX2 processor, using 16 MB of memory and two 420 MB IDE disks. The tests were run on Ext2 FS (Linux 1.1.62) and on the BSD Fast filesystem.

The test tests I/O speed on a big file--the file size was set to 60 MB. It writes data to the file using character based I/O, rewrites the contents of the whole file, writes data using block based I/O, reads the file using character I/O and block I/O, and seeks into the file.

The results are very good in block oriented I/O. This is clearly a benefit of the optimizations included in the allocation routines. Writes are fast because data is written in cluster mode. Reads are fast because contiguous blocks have been allocated to the file. Thus there is no head seek between two reads and the readahead optimizations can be fully used.

Table3. Results of the benchmark[2]
	
	Char Write

(KB/s)
	Block Write

(KB/s)
	Rewrite

(KB/s)
	Char Read

(KB/s)
	Block Read

(KB/s)

	Unix BSD

	710
	684
	401
	721
	888 

	Ext2 fs
	452
	1237
	536
	397
	1033 


Conclusion

The Second Extended File System is probably the most widely used filesystem in the Linux community. It provides standard Unix file semantics and advanced features. Moreover, thanks to the optimizations included in the kernel code, it is robust and offers excellent performance. 
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