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Midterm Exam: November 2000

Course: COSC 513 Operating Systems

Instructor: Prof. M. Anvari

1. What are the Basic Components of computer?

· Processor (CPU)

· Main Memory (aka real memory, aka primary memory)

· I/O modules (I/O controllers, I/O channels, I/O processors...)

· System interconnection (ie: Buses)

2. What is an Interrupt Handler?
· It is a program that determines nature of the interrupt and performs whatever actions are needed.

· Control is transferred to this program 

· Control must be transferred back to the interrupted program so that it can be resumed from the point of interruption

· This point of interruption can occur anywhere in the program

· Thus: must save the state of the program (content of PC + PSW + registers + ...)

3. What are the Classes of Interrupts?
· I/O 

Signals normal completion of operation or error

· Program Exception
Overflows

Try to execute illegal instruction

Reference outside user’s memory space

· Timer
Preempts a program to perform another task

· Hardware failure (eg: memory parity error)
4. Explain and Graphically show the Multiple Interrupts Priorities Concept


· Higher priority interrupts cause lower-priority interrupts to wait

· Causes a lower-priority interrupt handler to be interrupted

· Example: when input arrives from communication line, it needs to be absorbed quickly to make room for more input

5. What is Direct Memory Access?

· CPU issues request to a DMA module (separate module or incorporated into I/O module)

· DMA module transfers a block of data directly to or from memory (without going through CPU)

· An interrupt is sent when the task is complete

· The CPU is only involved at the beginning and end of the transfer

· The CPU is free to perform other tasks during data transfer

6. What are the typical services provided by the operating systems? 

· Program Creation

· Program Execution

· Access to I/O devices

· Controlled Access to files

· System Access

· Error detection and responses

· Accounting    

7. What are the Requirements for Multiprogramming?

· Hardware support:
· I/O interrupts and (possibly) DMA

· In order to execute instructions while I/O device is busy
· Memory management

· Several ready-to-run jobs must be kept in memory
· Memory protection (data and programs)

· Software support from the OS:
· Scheduling (which program is to be run next)

· To manage resource contention

8. What are Major Achievements of Current OS in Meeting the requirements of Multiprogramming? 

· Processes

· Memory management

· Information protection and security

· Scheduling and resource management

· System structure
9. In few words define Multiprogramming, Multiprocessing, Multithreading and Multitasking.

· Multiprogramming = Multitasking.

· Multiprocessing = Parallel Processing 

· Multithreading = Ability to support multiple threads of execution within a single process and Not single thread of execution per process.
10. Explain the difference between a process and a thread. 

· Process is Unit of Resource Ownership or Task

· Thread is unit of dispatching or lightweight Process

· Thread has no suspend state

11. What is Cache Memory?
· Small cache of expensive but very fast memory interacting with slower but much larger memory

· Invisible to OS and user programs but interact with other memory management hardware

· Processor first checks if word referenced to is in cache

· If not found in cache, a block of memory containing the word is moved to the cache

12. What are the benefits of Threads vs Processes? And how does it work on a SMP machine?
· Takes less time to create a new thread than a process

· Less time to terminate a thread than a process

· Less time to switch between two threads within the same process

· Consider an application that consists of several independent parts that do not need to run in sequence

· Each part can be implemented as a thread

· Whenever one thread is blocked waiting for an I/O, execution could possibly switch to another thread of the same application (instead of switching to another process)

· Since threads within the same process share memory and files, they can communicate with each other without invoking the kernel 

· Therefore necessary to synchronize the activities of various threads so that they do not obtain inconsistent views of the data (chap 5)

· On a SMP machine: multiple threads can possibly be executing simultaneously on different processors
13. What are Semaphores? And what are they used for?
· Synchronization tool (provided by the OS) that do not require busy waiting

· A semaphore S is an integer variable that, apart from initialization, can only be accessed through 2 atomic and mutually exclusive operations:

· wait(S)

· signal(S)

· To avoid busy waiting: when a process has to wait, it will be put in a blocked queue of processes waiting for the same event

14. What are the Types of solutions for the CS Problems?
· Software solutions

Algorithms who’s correctness does not rely on any other assumptions (see framework)

· Hardware solutions

Rely on some special machine instructions

· Operation System solutions

Provide some functions and data structures to the programmer
15. What are the Requirements for a valid solution to the critical section problem?
· Mutual Exclusion
At any time, at most one process can be in its critical section (CS)

· Progress
If no process is executing in its CS while some processes wish to enter, only processes that are not in their RS can participate in the decision of which will enter its CS next. This selection cannot be postponed indefinitely

· Bounded Waiting
After a process has made a request to enter it’s CS, there is a bound on the number of times that the other processes are allowed to enter their CS Otherwise the process will suffer from starvation

16. How do you define the User-Level Threads (ULT)? And what are the Kernel activities for ULTs?

· The kernel is not aware of the existence of threads

· All thread management is done by the application by using a thread library

· Thread switching does not require kernel mode privileges (no mode switch)

· Scheduling is application specific

· Kernel activity for ULTs

· The kernel is not aware of thread activity but it is still managing process activity

· When a thread makes a system call, the whole process will be blocked 

· but for the thread library that thread is still in the running state 

· So thread states are independent of process states.
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