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	1
	Intro
	Welcome to Systems Analysis and Development.  In this week’s lesson, we are going to be discussing designing databases.
Please go to slide #2

	2
	Objectives
	Upon completion of this lesson you will be able to:

Understand and be able to explain the concepts related to key database design terminology,

Understand and be able to transform E-R diagrams into an equivalent set of well-structured and normalized relationships,

Understand and be able to merge normalized relations from several user views into a consolidated set of well-structured relations,

Understand and be able to explain the concepts related to storage formats in database tables,

Understand and be able to translate well-structured relations into efficient database tables, and

Understand and be able to explain the concepts related to different methods of storing data in computer files.
Please go to slide #3

	3
	Overview
	In this lesson, we will be discussing guidelines for well-structured and efficient database files and logical and physical database design. It is likely that the human interface and database design steps will happen in parallel. 

Database design has the following five purposes:

Structure the data in table structures that are not likely to change over time,

Develop a logical database design that reflects the actual data requirements that exist in the forms and reports of an information system,

Develop a logical database design from which we can do physical database design,

Translate a relational database model into a technical file and database design that balances several performance factors, and

Choose data storage technologies that will efficiently, accurately, and securely process database activities.

Please go to slide #4

	4
	Database Design


	File and database design occurs in two steps. You begin by developing a logical database model, which describes data using a notation that corresponds to a data organization used by a database management system.  Once you develop a clear and precise logical database model, you are ready to prescribe the technical specifications for computer files and databases in which to store the data. A physical database design provides these specifications.
The following are four key steps in logical database modeling and design:

Develop a logical data model for each known interface for the application using normalization principles,

Combine normalized data requirements from all user interfaces into one consolidated logical database model; this step is called view integration,

Translate the conceptual E-R model for the application into normalized data requirements, and

Compare the consolidated logical database design with the translated E-R model and produce one final logical database for the application.

During physical database design, you use the results of these four key logical database design steps.  You also consider the following:

Definitions of each attribute;
Descriptions of where and when data are entered, retrieved, deleted, and updated;
Expectations for response time and data integrity; and

Descriptions of the file and database technologies to be used.

Normalized relations are the primary deliverable from logical database design. In physical database design, you translate the relations from logical database design into specifications for computer files.

Please go to slide #5

	5
	Relational
Database Model


	Many different database models are in use and are the basis for database technologies. The relational database model represents data in the form of related tables, or relations. A relation is a named, two-dimensional table of data.  Each relation consists of a set of named columns and an arbitrary number of unnamed rows. Each column corresponds to an attribute of that relation. Each row corresponds to a record that contains data values for an entity.
Not all tables are relations. Relations have the following properties that distinguish them from nonrelational tables:

Entries in cells are simple,

Entries in a given column are from the same set of values,

Each row is unique,

The sequence of columns can be interchanged without changing the meaning of the relation, and

The rows may be interchanged or stored in any sequence.

A structured relation contains a minimum amount of redundancy and allows users to insert, modify, and delete the rows in a table without errors or inconsistency. 

Please go to slide #6

	6
	Normalization


	Normalization is a process for converting complex data structures into simple, stable data structures.  The result of normalization is that every nonprimary key attribute depends upon the whole primary key and nothing but the primary key.

Normalization is based on the analysis of functional dependence. Functional dependency is a particular relationship between two attributes. For a given relation, attribute B is functionally dependent on attribute A if, for every valid value of A, that value of A uniquely determines the value of B. The functional dependence of B on A is represented by an arrow. An attribute may be functionally dependent on two or more attributes rather than on a single attribute.  

Only knowledge of the problem domain, obtained from a thorough requirements analysis, is a reliable method for identifying a functional dependency.

A relation is in second normal form, or 2NF, if every nonprimary key attribute is functionally dependent on the whole primary key.  Thus, no nonprimary key attribute is functionally dependent on part, but not all, of the primary key.

A relation is in third normal form, or 3NF, if it is in second normal form and there are no functional dependencies between two or more nonprimary key attributes.

A foreign key is an attribute that appears as a nonprimary key attribute in one relation and as a primary key attribute in another relation. You designate a foreign key by using a dashed underline.

A foreign key must satisfy referential integrity, which specifies that the value of an attribute in one relation depends on the value of the same attribute in another relation. 
Please go to slide #7

	7
	Transforming 
Diagrams Into Relations


	Normalization produces a set of well-structured relations that contains all of the data mentioned in a system’s inputs and outputs developed in human interface design.  Transforming an E-R diagram into normalized relations and then merging all the relations into one final, consolidated set of relations can be accomplished in four steps. 
The first step is to represent entities. Each entity type in the E-R diagram becomes a relation. This identifier of the entity type becomes the primary key of the relation, and other attributes of the entity type become nonprimary key attributes of the relation.

The second step is to represent relationships. Each relationship in an E-R diagram must be represented in the relational database design. How we represent a relationship depends on its nature. For example, in some cases we represent a relationship by making the primary key of one relation a foreign key of another relationship. In other cases, we create a separate relation to represent a relationship.

Step three is to normalize the relations. The relations created in steps one and two may have unnecessary redundancy. We need to normalize these relations to make them well-structured.

The final step is to merge the relations. Across the different sets of relations, there may be redundant relations that must be merged and renormalized to remove the redundancy.
Please go to slide #8

	8
	Physical File and
Database Design


	Designing physical files and databases requires certain information that should have been collected and produced during prior SDLC phases. This information includes the following:
Normalized relations,

Definitions of each attribute,

Descriptions of where and when data are used, 

Expectations or requirements for response time and data integrity, and

Descriptions of the technologies used for implementing the files and database so that the range of required decisions and choices for each is known.

We will take a bottom-up approach to reviewing physical file and database design. 

A field is the smallest unit of application data recognized by system software, such as a programming language or database management system. An attribute from a logical database model may be represented by several fields. In general, you represent each attribute from each normalized relation as one or more fields. The basic decisions you must make in specifying each field concern the type of data used to represent the field and data integrity controls for the field.
A data type is a coding scheme recognized by system software for representing organizational data. The space to store data and the speed required to access data are of consequence in the physical file and database design.

Selecting a data type balances the following four objectives that will vary in degree of independence, depending on the application:

Minimize storage space,

Represent all possible values of the field,

Improve data integrity for the field, and

Support all data manipulations desired on the field.

You want to choose a data type for a field that minimizes space, represents every possible legitimate value for the associated attribute, and allows the data to be manipulated as needed. Choose data types for future needs by anticipating growth.
There are additional physical file and database design options you might use to ensure higher-quality data. The following are four popular data integrity control methods:

Default value,

Range control,

Referential integrity, and

Null value control.

A default value is the value a field will assume unless an explicit value is entered for the field. Assigning a default value to a field can reduce data entry time and data entry errors.

Range control puts a limit on the set of permissible values for numeric and alphabetic data.

Referential integrity is cross-referencing between relations.

A null value is a special field value, distinct from a zero, blank, or any other value, that indicates that the value for the field is missing or otherwise unknown.

Please go to slide #9

	9
	Physical File and
Database Design


	A physical table is a named set of rows and columns that specifies the field in each row of the table. A physical table may or may not correspond to one relation. The design of a physical table has two goals different from those of normalization:
Efficient use of secondary storage, and

Data processing speed.

The efficient use of secondary storage relates to how data are loaded on disks. Disks are physically divided into units that can be written in one machine operation. Space is used efficiently when the physical length of a table row divides close to evenly into the length of the storage unit.

Data are most efficiently processed when they are stored close to one another in secondary memory, thus minimizing the number of input/output operations that must be performed. Typically, the data in one physical table are stored close together on disk. Denormalization is the process of splitting or combining normalized relations into physical tables based on affinity of use of rows and fields.  

The following are three common situations in which denormalization across tables often makes sense:

Two entities with a one-to-one relationship,

A many-to-many relationship with nonkey attributes, and

Reference data.

The way the operating system arranges table rows in a file is called a file organization. If the database designer has a choice, her or she chooses a file organization for a specific file that will provide the following:

Fast data retrieval,

High throughput for processing transactions,

Efficient use of storage space,

Protection from failures or data loss,

Minimal need for reorganization,

Accommodation of growth, and

Security from unauthorized use.

To achieve these objectives, many file organizations use a pointer. A pointer is a field of data that can be used to locate a related field or row of data.  Pointers are used in file organizations when it is not possible to store related data next to each other.
The three families of file organization most used in file management environments are as follows:

Sequential file organization,

Indexed file organization, and

Hashed file organization.

In a sequential file organization, the rows in the file are stored in sequence according to a primary key value.

In an indexed file organization, the rows are stored either sequentially or non-sequentially, and an index is created that allows the application software to locate individual rows.  An index is a table used to determine the location of rows in a file that satisfy some condition.  An index that allows each entry to point to more than one record is called a secondary key index.

In hashed file organization, the location of each row is determined using an algorithm that converts a primary key value into a row address.  
It is almost inevitable that a file will be damaged or lost, due either to software or human errors. When a file is damaged, it must be restored to an accurate and reasonably current condition. A file and database designer has several techniques for file restoration, including the following:

Periodically making a backup copy of the file,

Storing a copy of each change to a file transaction log or audit trail, or

Storing a copy of each row before or after it is changed.
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	Summary
	We have now reached the end of this lesson. Let’s take a look at the material we have just covered:

Logical database design,
Normalization,

Transforming diagrams into relations, and

Physical file and database design.

This marks the end of the audio lecture.



